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This paper presents findings from a laboratory experiment on human decision making in a complex combinatorial task.
We draw on the canonical NK model to depict tasks with varying complexity and find strong evidence for a behavioral

model of adaptive search. Success narrows down search to the neighborhood of the status quo, whereas failure promotes
gradually more exploratory search. Task complexity does not have a direct effect on behavior but systematically affects the
feedback conditions that guide success-induced exploitation and failure-induced exploration. The analysis also shows that
human participants were prone to overexploration, since they broke off the search for local improvements too early. We
derive stylized decision rules that generate the search behavior observed in the experiment and discuss the implications of
our findings for individual decision making and organizational search.
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Introduction
Search is fundamental for human decision making.
According to Herbert Simon’s seminal work on bounded
rationality (Simon 1957), the set of alternatives avail-
able to a decision maker is not given in its entirety
but is discovered and constructed through search activ-
ities. Viewed from this perspective, search “is not just
another method or cognitive mechanism, but a funda-
mental process” (Newell 1990, p. 96). In many man-
agerial settings, the search for new alternatives unfolds
through the (re)combination of salient decision vari-
ables (Fleming 2001, Levinthal 1997, Rivkin 2000).
For example, alternative business strategies traditionally
encompass decision variables such as pricing policy,
type of product, channels of distribution, degree of verti-
cal integration, nature of research and development, and
so forth (Ghemawat and Levinthal 2008, Porter 1991).
The quest for competitive advantage may then be use-
fully described as a search for effective combinations
of these decision variables (Rivkin 2000). The problem
of identifying an effective strategy becomes complex if
decision variables interact in determining the value of
an alternative combination (Levinthal 1997, Page 1996,
Simon 1962). A similar complex problem structure—
combining decision variables that interact to determine

the value of an alternative—is latent in product develop-
ment or organization design, for example.

The NK model has emerged as the canonical modeling
approach used in management research to address deci-
sion making in such complex, combinatorial settings.
The NK model has its roots in evolutionary biology
(Kauffman and Weinberger 1989). It consists of an algo-
rithm to create a combinatorial search space with a more
or less rugged performance surface. The N parameter
signifies the number of decision variables, and K reg-
ulates the interactions among them. The model has the
important property that, as K increases, the ruggedness
of a performance landscape varies from a single-peaked
“Fujiyama” landscape to a multipeaked “badlands” land-
scape (Kauffman and Weinberger 1989, p. 211). This
feature has proven to be attractive to management schol-
ars because it captures, in a highly stylized manner, a
wide range of managerial decision-making settings, such
as new product development (e.g., Mihm et al. 2003),
organization design (e.g., Rivkin and Siggelkow 2003),
and strategy making (e.g., Gavetti 2005).

A central question in the context of complex problem
solving is how individuals and organizations search for,
evaluate, and adopt new alternatives. Most of the pub-
lished work invoking the NK model has been explicitly
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theoretical. The proposed decision-making rules regulat-
ing search in complex tasks are supposed to capture indi-
vidual and organizational behavior as it is and not as it
should be. Researchers have heavily drawn on the behav-
ioral theory of the firm to postulate stylized behavioral
processes that guide the decision making of economic
agents in an NK framework. Yet, despite a substantial
body of work on complex decision making, we lack a
deeper understanding of how individual actors actually
behave in such settings. The present research addresses
this gap by providing insight into the search behavior of
human decision makers in a laboratory experiment.

Employing a laboratory experiment to study search
behavior in a complex combinatorial task has a number
of merits. First, unlike a real-world setting, an exper-
imental design allows controlling for and systemati-
cally varying external factors and the direct observation
of human behavior (Arthur 1991, Sterman 1987). For
example, task complexity or the information available to
decision makers can easily be varied. Second, behavioral
models of human bounded rationality aim to describe
actual rather than optimal decision making (Argote and
Greve 2007; Cyert and March 1963; Simon 1979, 1991).
Behavioral plausibility of decision rules is an impor-
tant test for model validity (Hey 1982, Lam 2010, Lave
and March 1975, Winter 1982, Sterman 1987). In the
absence of data on decision making in the field, labora-
tory experiments may yield valuable insights into human
behavior in a controlled environment (Edmonds 2001,
Sterman 1987). Third, experimental results on decision
making may advance theoretical development and moti-
vate further empirical studies (Arthur 1991).

In our experiment, individual participants were
assigned a combinatorial task. Their goal was to design
a product by combining several attributes that yield a
payoff. The task environment was created using the NK
algorithm that maps combinations of attributes to pay-
offs. The payoff for a combination was discovered by
participants through an experiential search process. Each
subject had a limited number of search trials, far fewer
than the number of all possible combinations. We stud-
ied behavior in three performance landscapes: a simple
landscape with no interactions among choice attributes,
a rugged landscape with intermediate complexity, and a
maximally rugged performance landscape with pervasive
interactions.

The main empirical finding is that search behavior
gradually adapts to performance feedback. Individuals
form subjective reference points that encode success and
failure. Success narrows down search to the neighbor-
hood of an existing alternative, whereas failure pro-
motes progressively more exploratory search. The com-
plexity of the task does not have a direct impact on
search behavior. Rather, complexity systematically influ-
ences the feedback that individuals receive from search-
ing for new alternatives. Search behavior thereby indi-
rectly adapts to task complexity, allowing human agents

to be quite effective in confronting complex tasks. We
then explore the effectiveness of adaptive search fur-
ther by specifying stylized decision rules for economic
agents. We show that adaptive search comes at the pos-
sible cost of breaking off neighborhood search before
exhausting the potential of local improvements. This is
especially problematic when economic agents face inter-
mediate selection pressures or when resources for expe-
riential search are scarce relative to the size of the search
space.

Search and Adaptation on Rugged
Performance Landscapes
In many managerial settings, the availability of new
alternatives reflects a process of (re)combining multiple
choice variables. Schumpeter (1934) is notable for char-
acterizing innovations as recombinations of resources
(Becker et al. 2006, Denrell et al. 2003, Fleming 2001).
Likewise, business strategy is challenged by setting a
large number of choices to gain competitive advantages
(Levinthal and Ghemawat 2008, Porter 1991, Rivkin
2000). A similar combinatorial problem is present in
managerial tasks such as designing organizational struc-
tures (Siggelkow and Rivkin 2009) or human resource
management practices (Laursen and Foss 2003).

In general, a combinatorial task is not challenging if
the payoffs of each choice variable are independent from
the others (Simon 1962). What make combinatorial tasks
difficult are nontrivial interactions among choice vari-
ables (Levinthal 1997, Page 1996, Simon 1962). Inter-
actions among decision variables make combinational
tasks complex, since the identification of attractive com-
binations becomes more difficult. Experimenting with
one choice variable may have unintended and unex-
pected consequences for other variables as well. For
example, in the context of product design, changes to
one technical module may result in further changes in
other modules, possibly leading to a “nightmarish world
where a change to one module would ripple through
the work of several hundred other people, leaving more
problems in its wake” (Hamilton 2001, p. 9). Complexity
makes combinatorial tasks challenging, and a substantial
body of research has looked into how firms cope with
complexity.

Much of the recent theoretical work on this topic
has invoked the NK model as a stylized representation
of a complex task environment. The NK model pro-
vides a computational algorithm to create performance
landscapes based on N choice variables and K interac-
tions in the payoff function (Kauffman and Weinberger
1989). Following Levinthal’s (1997) seminal study of
organizational adaptation, the model has been applied
to management topics such as individual decision mak-
ing (e.g., Gavetti and Levinthal 2000), open innova-
tion (e.g., Almirall and Casadesus-Masanell 2010), new
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product development (e.g., Mihm et al. 2003), organiza-
tion design (e.g., Rivkin and Siggelkow 2003), organi-
zational decision making (e.g., Knudsen and Levinthal
2007), industry dynamics (e.g., Lenox et al. 2007), and
product modularity (e.g., Ethiraj and Levinthal 2004),
among others (see Ganco and Hoetker 2009 for a
survey). The properties of the NK model have also
informed empirical research on technology and prod-
uct development (Fleming and Sorenson 2004, Frenken
2006), firm boundaries (Sorenson 2003), the manage-
ment of start-up companies (Sommer et al. 2009), and
industry profitability (Lenox et al. 2010) as well as case
study research on search and decision making within
firms (Gavetti and Rivkin 2007, Siggelkow 2001).

The computational algorithm underpinning the NK
model allows for the creation of more or less com-
plex task environments with well-understood properties.
In essence, a task or problem is characterized as a space
of combinatorial alternatives. An alternative consists of
N binary choice variables that influence the value or
payoff of an alternative. Each variable can take on two
states, so there are 2N possible combinations. The per-
formance landscape created by the NK algorithm is then
a mapping of the set of attributes onto payoff values.
The values of each of the individual N decision vari-
ables are determined by random draws from a uniform
distribution, whereas the overall payoff of a combina-
tion is simply the average of the values assigned to each
of the N variables. The payoff contributions of choice
variables may be more or less interdependent. They are
interdependent if the value of each of the N individ-
ual variables depend on both the state of that variable
itself and the states of K other variables. If K = 0, deci-
sion variables are independent. As K increases, more
variables of a combination become interdependent, with
K = N − 1 being the case of maximum interdepen-
dence. With higher values of K, there are more local
peaks, and payoff differences among neighboring com-
binations become relatively more pronounced (Rivkin
2000). The K parameter of the model regulates complex-
ity. The higher the K, the more rugged the performance
landscape, and the more complex the search task.

The performance landscape created by the NK algo-
rithm represents the task environments for agents in
computational models. The performance implications of
each decision variable are assumed to be unknown to
the computational agents (Rivkin 2000). A major topic
of the literature is how computational agents search
for and identify high-performing combinations. Agents
explore the environment by sampling new combinations
through experiential, trial-and-error search (Simon 1978,
Winter 2000, Sommer and Loch 2004).1 Search is
assumed to be resource constrained, as the number
of possible combinations by far outweighs available
search trials (Rivkin 2000). Crucially, the modeling
of search behavior—how to navigate the performance

landscapes—is aimed at behavioral plausibility rather
than establishing optimality of search behavior (see
Kauffman et al. 2000, MacLeod 2002, Macready 1998
for notable exceptions). Search behavior is usually spec-
ified by postulating stylized behavioral processes drawn
from empirical accounts of organizational search and
adaptation. The predominant source of inspiration has
been the behavioral theory of the firm.

In Levinthal (1997), organizations engage in local
search in the immediate neighborhood of a status quo
alternative. This assumption reflects political and rou-
tine processes within organizations that constrain search
to local improvements (Cyert and March 1963, Nelson
and Winter 1982). At the same time, organizations also
search for more distant alternatives through long jumps,
capturing failure-induced radical organizational reorien-
tation (Siggelkow 2001, Tushman and Romanelli 1985).
The distinction of local and more distant search has
also been linked to the exploration–exploitation trade-off
in organizational learning (Gavetti and Levinthal 2000,
March 1991, Siggelkow and Rivkin 2006). A greater dis-
tance of search corresponds to more exploratory search.
Subsequent work has enriched the conceptualization of
search by individuals and organizations, by adding, for
example, imitation (Rivkin 2000, 2001), cognitive repre-
sentations (Gavetti and Levinthal 2000), individual abil-
ity (Siggelkow and Rivkin 2006), or imperfect evaluation
of alternatives (Knudsen and Levinthal 2007).

One important, and critically missing, aspect of this
research is empirical data reporting how persons (i.e.,
actual decision makers) confront complex, combinato-
rial tasks and search performance landscapes. Studying
how individuals act is important, because theoretical work
in the behavioral tradition may otherwise invoke deci-
sion rules that only have weak empirical support (Hey
1982, Sterman 1987, Winter 1982). Existing work in eco-
nomics and psychology does not provide a good answer
to the question of how individuals approach combinato-
rial tasks. The behavioral economics literature has tradi-
tionally concentrated on problems of sequential sampling,
with a stream of alternatives exogenously given (Hey
1987, Schunk 2009). Much of the management literature,
in contrast, assumes that economic agents play an active
role in the generation of alternatives. Psychologists have
produced a substantial body of work on human behav-
ior in environments that are complex as well as dynamic
(see Osman 2010 for a survey), thereby often obfuscating
the distinction between complexity and environmental
dynamism. Important exceptions are experimental stud-
ies on learning in resource allocation tasks (Busemeyer
and Myung 1987, Busemeyer et al. 1986, Rieskamp et al.
2003). They found evidence for neighborhood search as
well as for the tendency to get stuck on local optima.
However, these studies focused on trade-offs in resource
allocations between two continuous alternatives (such as
research and teaching), rather than a combinatorial choice
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structure with multiple decision variables. In addition,
they only distinguish between resource allocations prob-
lems with or without interactions between alternatives
(Busemeyer et al. 1986). Using the NK approach allows
us to study tasks with varying degrees of interactions.

Experimental Design
Our goal was to study search behavior in complex com-
binatorial tasks in a laboratory experiment. A labora-
tory experiment allows for systematically controlling for
many factors that might influence behavior (Busemeyer
et al. 1986, Hey 1987, Sterman 1987). In the experiment,
participants engaged in a product design task, in which
multiple features were to be combined into a prod-
uct configuration. The payoffs for each possible prod-
uct configuration were derived from the NK algorithm,
thereby creating performance landscapes that subjects
explored through experiential search. In the treatment
groups, we varied the key independent variable, the task
complexity (parameter K) that regulates the ruggedness
of the performance landscape, while holding the number
of choice variables (parameter N ) constant.

Experimental Framing
The central idea behind the experimental design was to
abstract away many real-world complications and to con-
centrate on experiential search in complex tasks. A chal-
lenge was to limit the impact of prior knowledge of the
task structure as far as possible. Subjects should not be
able to draw on prior cognitive representations to guide
search (e.g., Gavetti and Levinthal 2000). Hence, we
developed the “alien game” in which participants were
asked to design artistic products to sell to alien life forms.
In that way, subjects could not draw on prior knowl-
edge to infer the preferences or tastes of their customers.
Instead, they only knew that aliens appreciate 10 distinct
geometric shapes, representing the N attributes (N = 10),
which need to be combined in an artistic configuration.
The payoff—an alien’s willingness to pay—is initially
unknown. Subjects only received a payoff by trying a
combination. Furthermore, mirroring the assumptions in
theoretical work, the subjects in the experiment were not
informed of key parameters such as task complexity, the
average and peak performance (global optimum), or the
performance of other participants.

Experimental Setup
The simulation software was specifically developed for
the experiment. It displayed a screen with 10 geometric
shapes, with one in each row. Each geometric shape could
be toggled on or off, thereby making a binary choice
for each attribute. As a result, the entire search space
consisted of 210 (1,024) combinations, each associated
with a payoff generated by a standard NK algorithm.2

Each session had 25 rounds. In the first round, the sub-
jects were informed of an initial combination and its

associated payoff. The initial combination was always
the lowest-performing one (which participants did not
know). Participants then had 24 trials in which they
selected combinations of geometric shapes. The search
task was challenging because the number of trials (24)
was far lower than the number of possible combina-
tions (1,024). This reflected resource constraints in the
search task.

We placed no limits on how many shapes could be
toggled on or off in each trial. A participant could
change none, some, or all attributes in a trial. The soft-
ware also displayed all previously tried combinations
and their respective payoffs to support decision making.
After making a choice, subjects were informed about the
payoff of the selected combination, thereby completing a
trial. Although the number of attributes stayed the same
(N = 10), we systematically varied the task complexity
and used a simple, noncomplex task (with K = 0), a task
with intermediate complexity (K = 5), and a task with
very high complexity (K = 9). This allowed us to exam-
ine search behavior in smooth, rugged, and maximally
rugged landscapes.

Sixty-one participants, almost all students majoring in
some management area, participated in the experiment.
The participants were randomly distributed across three
experimental treatment groups. The three treatments dif-
fered in the sequencing of the three landscapes. Each
participant engaged with three sequential search tasks
(i.e., three sessions with 24 trials each). The treatments
had varying task positions, i.e., a different systematically
altered sequence in which participants were confronted
with a specific landscape (K = 015, or 9). This approach
controlled for potential learning effects across sessions.
The experiment took place in a university computer
laboratory. Instructors were in the room to ensure that
students could raise questions without distracting other
participants. Each individual subject had a PC with the
software and an online survey. We presented the alien
game, information on the number of trials and sessions,
and standard rules for behavioral experiments. At the
beginning of every session, an instructor described the
general task and that students would be confronted with
a new alien from a new planet, thereby making clear that
knowledge acquired in prior tasks would not be applica-
ble in the new task. The latter was also reinforced by scal-
ing the payoffs with different factors for each task.

Every student received US$7.50 (as a voucher) for
participation. The students were split into three groups
(with at least 20 students in each). The three stu-
dents with the best final performance within a group
received substantial cash prizes (first prize, US$100; sec-
ond prize, US$50; and third prize, US$20). The cash
prizes were announced at the beginning of the exper-
iment to motivate competitive search behavior. Before
the experiment, students had to individually sign up and
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were randomly assigned to the experimental treatments.
In addition, students conducted an online survey before
and after the experiment.

Results
In this section we report the findings from the experi-
ment. We first present descriptive statistics and compare
the performance of human participants and computa-
tional agents. This is followed by regression analyses of
the determinants of search behavior.

Search Behavior and Performance
An obvious initial question is whether human subjects
are systematically able to identify better-performing
combinations in the search space. Figure 1 reports the
average performance of the participants for the three lev-
els of complexity. Performance is measured based on
the respective highest-performing combination identified
by a subject in prior trials. What immediately stands
out is that average performance substantially increases
in the number of search trials. In addition, the marginal
performance gains of each trial decrease. The temporal
pattern of performance gains corresponds to the simula-
tion results reported in the NK literature (Siggelkow and
Levinthal 2003).

Figure 1 also reveals significant differences in average
performance across the three landscapes. The perfor-
mance differences at the conclusion of the experi-
ment between smooth (K = 0) and the rugged land-
scapes (K = 519) are highly significant (p < 00001,
Mann–Whitney U test). The average performance in
the intermediate complexity landscape is slightly higher
than performance in the high complexity landscape, but
the difference is insignificant. Also instructive is the
comparison where in the performance landscapes the
subjects ended the search process: more than 57.4% of

Figure 1 Average Performance in the Experimental Tasks
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all subjects found the global optimum in the smooth
landscape (and 8.2% the second-best combination). In
the landscape with intermediate complexity, just 1.6%
reached the global peak (and 13.1% the second-best com-
bination). Nobody was able to locate it in the maximally
complex landscape (6.6% reached the second-best com-
bination).

To put the participants’ performance into perspec-
tive, we compared their performance with computa-
tional agents searching identical landscapes that were
used in the experiment. We populated the landscapes
with 50,000 agents, each starting with the lowest-
performing configuration. Mirroring the assumption of
random placement in the landscape, they perform a
“long jump” by setting all attributes randomly in the first
trial and then search a new combination in each of the
remaining 23 trials. The basic mode of search is local
search by changing just a single, randomly determined
attribute. To give a better sense of alternative search
strategies, each agent has a probability p of engag-
ing in random search by sampling a randomly deter-
mined combination. This corresponds to the notion of
long jumps in Levinthal (1997), and it equips agents
with the ability to search more distant alternatives.
Table 1 gives an overview of performance with p =

6010011005117. Finally, we also computed the asymp-
totic performance properties of the local search strategy
(p = 0) for comparison.

The comparison is instructive (see Table 1). In the
simple landscape (K = 0), a local search strategy (p = 0)
outperforms the human participants. Performance is also
degraded by random search. In the intermediate com-
plexity landscape (K = 5), local search narrowly outper-
forms human subjects. However, the results also indicate
that random search is much less detrimental to perfor-
mance. Only in the high complexity landscape (K = 9)
do human participants clearly perform better than a
myopic local search strategy (p = 0), whereas a mix-
ture of local and random searches reaches comparable
performance levels (p = 005). Taken together, the results
indicate that human search behavior is more varied than
local search and combines elements of local and more
distant search. Yet these variations are not necessarily
always beneficial, and the central question we pursue is
what behavioral regularities influence how human par-
ticipants chose among local and more distant search.

The central problem faced by participants in the exper-
iment was where to search in the landscape for per-
formance improvements (i.e., trying local versus more
distant combinations). It is measured as the num-
ber of changed attributes compared with the highest-
performing combination identified by an individual. We
call this measure the search distance. Its discrete val-
ues range between 1 (change of one attribute) and 10
(change of all attributes). For each trial, the search dis-
tance allows for a clear analysis of search behavior, i.e.,
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Table 1 Performance Comparison Between Human Participants and Computational Agents

Computational agents Computational agents
(p = probability of random search) (asymptotic)

Human
Complexity participants p = 0 p = 001 p = 005 p = 1 p = 0

K = 0 0.956 0.996 0.990 0.938 0.856 1000
K = 5 0.875 0.885 0.881 0.885 0.856 00888
K = 9 0.859 0.839 0.846 0.858 0.856 00841

Notes. Results are averaged over 50,000 computational agents. Highest average performance is in bold.

whether subjects search in the neighborhood of the status
quo or in more distant places of the landscape. It cor-
responds to the Hamming distance in information the-
ory (Hamming 1950), a metric frequently employed in
organizational search literature (Frenken 2006, Levinthal
1997, Rivkin 2000). As an illustration, consider a sim-
plified search task of just three binary attributes. The
decision maker starts out with [000]. The alternatives
[100], [010], and [001] constitute the neighborhood of
[000], and the search distance is 1.3 The alternatives
[110], [011], and [101] correspond to a search distance
of 2, i.e., more distant from the status quo. Finally, try-
ing [111] is a search distance of 3.

Figure 2 shows the search behavior of the subjects
over time. It is apparent that the average search distance
is higher than it would be with a pure local search strat-
egy (search distance = 1) commonly assumed in com-
putational models. For K = 0, the search distance is, on
average, 2.66 (with a standard deviation of 2.16); for
K = 51 it is 2.72 (1.94); and for K = 9, it is 2.58 (1.86).
Second, human searchers tend to start the search process
in the first trial with a distant search, i.e., changing many
attributes at once. They then narrow down the search
distance. There also appears to be a temporal pattern
in search behavior that is somewhat different for simple

Figure 2 Search Behavior Over Time
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Note. The search distance is measured as the number of attributes
changed in a trial relative to the best-performing combination of a
decision maker.

(K = 0) and complex (K = 519) tasks. Search appears
to become more distant again in latter search trials in
rugged landscapes. Table 2 offers additional insights into
search behavior. It shows the frequency percentage as
well as the cumulative probabilities of the search dis-
tance for the three levels of complexity. Local search is
clearly the predominant strategy: in 36.6% of all trials,
only one attribute is changed. The dominance of local
search is especially pronounced in the simple, noncom-
plex landscapes (K = 0). In terms of more distant search,
very distant search (changing 9 or 10 attributes) is quite
rare and occurred predominantly in the simple landscape
(K = 0). Intermediate instances of distant search (chang-
ing between 3 and 8 attributes) are more frequent in the
complex landscapes (K = 519).

The descriptive data on performance and search
behavior indicate that search behavior is quite varied.
Behavior seems to adapt to task complexity, because
deviations from neighborhood search are more prevalent
in complex tasks, especially in latter search trials. How-
ever, the relationship between complexity and search
behavior is more intricate, because complexity does not
lead to a higher search distance per se.

The observed deviations from local search are not nec-
essarily beneficial for performance. Local search realizes
immediate, incremental gains in the neighborhood of an
existing alternative, but it is challenged by the danger of
getting trapped on a local optimum. In contrast, distant
search is variance enhancing and therefore more risky,
frequently failing to uncover better alternatives. Unlike
local search, it allows individuals to move off a local
optimum by searching more distant locations in a land-
scape. How this trade-off between local and more distant
search plays out depends on task complexity. In sim-
ple tasks, local optima do not exist, and local search
clearly is the better strategy. Yet the data show that
human subjects break off local search in favor of more
distant search even in simple tasks, thereby sacrificing
potential gains from local improvements. In contrast, in
the highly complex task, local search quickly gets stuck
on a local peak, and engaging in more distant search
enhances performance. The intermediate complexity task
falls between these two extremes, with human subjects
breaking off local search too early in the search process.
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Table 2 Frequency Distribution of Search Distances

Task complexity 4K5

0 5 9 Average

Search Frequency Cumulative Frequency Cumulative Frequency Cumulative Frequency Cumulative
distance (%) frequency (%) (%) frequency (%) (%) frequency (%) (%) frequency (%)

1 40094 40094 35004 35004 33085 33085 36061 36061
2 25056 66050 26030 61034 29090 63075 27025 63086
3 8047 74097 10022 71056 11026 75001 9098 73085
4 6046 81043 10074 82030 11040 86041 9053 83038
5 7006 88049 7019 89049 5026 91067 6050 89088
6 4046 92095 5033 94082 3080 95047 4053 94041
7 2023 95018 2037 97019 2034 97081 2031 96073
8 1004 96022 1026 98045 0066 98047 0099 97071
9 2030 98052 0081 99026 0080 99027 1030 99002

10 1049 100000 0074 100000 0073 100000 0099 100000

Note. The search distance is measured as the number of attributes changed in a trial relative to the best-performing combination of a
decision maker.

Overall, the analysis of the descriptive statistics point
to several observations. First, the principal results for the
search performance are consistent with findings reported
in the theoretical literature. Performance increases in the
number of search trials, with the marginal gains from
search decreasing over time. Task complexity makes
the identification of improvements more difficult and
therefore lowers performance. These results are also an
important test for the validity of the experimental design
as a good representation of combinatorial tasks using
the NK algorithm. Human participants do not systemati-
cally outperform a pure local search strategy. They only
achieve a higher performance in the high complexity
task. Rather, human participants tend to break off local
search too early in the simple and the intermediate com-
plexity tasks. Second, human search behavior appears
to be adaptive to task complexity, but how complexity
maps onto behavior does not seem to be straightforward.
Complexity appears to elicit a different mixture of search
distances, not a more or less distant allocation of search
trials. In the following, we therefore explore the deter-
minants of search behavior. We are primarily interested
in the factors that influence search distance, i.e., how
human participants allocate search trials between local
and more distant search and how they adapt their search
behavior to task complexity.

Regression Analysis
The search distance is important for search behavior
because it indicates where in the space of alternatives
subjects try to find better-performing combinations. Our
conjecture based on the descriptive analysis of the exper-
imental data is that the feedback from prior search tri-
als has a significant influence on this decision and that
human subjects adapt to task complexity based on per-
formance feedback. The dependent variable of interest—
the search distance of active searchers—is discrete count

data with values between 1 and 10, based on the num-
ber of changed attributes. The average search distance
is 2.65, which is nonnormally distributed and heavily
skewed toward lower values (see Table 3). We therefore
use a Poisson regression with robust estimators to exam-
ine the determinants of the search distance.4 We ran four
models in the Poisson regression. The first model exam-
ines how the independent variable complexity influences
the search distance. We control for the possible influence
of a task’s sequence in the experiment as well as for the
number of prior search trials.

The second model examines the role of feedback for
search behavior. It is based on prior models of adap-
tive search (Levinthal and March 1981) and individual
risk taking (Kahneman and Tversky 1979, March 1988,
March and Shapira 1992). The central idea is that indi-
viduals encode performance feedback as success or fail-
ure based on a reference point (Bromiley 1991, March
1988, Markowitz 1952). Failure leads to risk seeking and
more exploratory (more distant) search, whereas success
promotes risk aversion and less exploratory search. We
implement this idea by combining data on possible refer-
ence points and feedback in a measure named feedback.
As a reference point, we chose the highest-performing
combination identified by an individual in prior trials.
The highest-performing combination is highly salient in
the experiment and computationally less demanding than
alternatives.5 It captures an aspiration of performance
improvement (MacLeod and Pingle 2005). Prior research
on reference point formation also indicates that individu-
als use simple heuristics for establishing reference points
(Baucells et al. 2011). Note that reference points are sub-
jective and may differ over time and across individuals
in the same treatment, as it is the endogenous outcome
of prior search trials. We further assume that individu-
als use the payoff received in the prior trial to evaluate
success and failure. The payoff is compared with the ref-
erence value. The variable feedback is then computed as
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Table 3 Variables and Descriptive Statistics

Variable Type Min Max Mean Std. dev. Explanation

Feedback Discrete 0 1 0021 0041 Failure to improve in the previous trial is coded with 0,
success with 1

Highest payoff Scale 0031 1000 0079 0015 Highest payoff that subject has identified so far
Complexity 4K = 6015197) Discrete 0 9 — — Task complexity, where 0 = simple, 5 = intermediate,

9 = high complexity
Number of unsuccessful trials Discrete 0 21 4003 4054 Number of trials since the subject has achieved the last

maximum payoff
Prior payoff Scale 0031 1 0067 0014 Performance in the prior trial
Prior search distance Discrete 1 10 2064 2002 Search distance in the prior trial
Search distance Discrete 1 10 2065 1099 Number of changed attributes (Hamming distance)
Task position Discrete 1 3 — — Sequence of search tasks (session with 24 trials)
Trial number Discrete 1 24 — — Number of completed trials

a binary outcome by subtracting the value of the payoff
signal from the reference value. A negative value signals
failure (no improvement of performance), and a positive
value indicates success (performance improvement). The
binary variable feedback takes a value of 1 (0) in the
case of success (failure).6

The third and fourth models add additional feedback
variables that examine how the search history impacts
behavior. The first variable is the number of unsuccessful
trials. It counts the number of trials since an improve-
ment in performance (i.e., the last positive value of the
feedback variable). The variable prior search distance in
Model 4 is the search distance in the prior trial. The idea
here is to test for path dependencies in search behavior.

Because feedback is only available after the first trial,
all regressions exclude the behavior in the first trial. We
also control for heterogeneity across subjects by includ-
ing individual fixed effect in Models 2–4. Table 3 pro-
vides statistical information on the dependent and inde-
pendent variables used in the following regressions.

Table 4 reports the results from the Poisson regres-
sions. Model 1 shows that complexity does not have a
direct effect on search behavior. Model 2 investigates
search behavior in more detail and offers strong sup-
port for the proposed model of adaptive search. Pos-
itive performance feedback lowers the search distance
and focuses search on a region in the landscape where
the subject experienced a performance increase. Nega-
tive performance feedback increases the search distance.
Subjects allocate a search trial to more distant regions
and this effect becomes more pronounced the more neg-
ative the feedback. Model 3 adds further nuances to
the link between performance feedback and behavior by
highlighting the role of the prior individual search his-
tory. Persistent failure to uncover a better-performing
configuration broadens search. This is shown by the pos-
itive impact of the variable number of unsuccessful trials
on the search distance. Model 4 reveals a strong path
dependency in search behavior, as can be seen by the
significant positive impact of prior search behavior on
the chosen distance. Individuals only gradually change

the search distance to performance feedback. For exam-
ple, it is a rare event that an individual switches from a
local search to very distant one (e.g., changing more than
five attributes at once). Rather, prior behavior anchors
the response to feedback.

Figure 3 provides a compact summary of the major
effects contained in the Poisson regression. It shows how
the prior search distance and feedback (success and fail-
ure) influence the selected search distance in a given
trial, and it illustrates the effect of prior search behavior

Table 4 Poisson Models with Search Distance as the
Dependent Variable

Model 1 Model 2 Model 3 Model 4

Complexity (K = 5) 00028 00000 −00033 00002
4000325 4000325 4000325 4000325

Complexity (K = 9) −00019 −00053 −00113∗∗∗ −00021
4000275 4000275 4000275 4000275

Feedback −00391∗∗∗ −00379∗∗∗ −00376∗∗∗

4000305 4000305 4000305
Number of 00064∗∗∗ 00027∗∗∗

unsuccessful trials 4000035 4000035
Prior search distance 00161∗∗∗

4000045
Trial number 00011∗∗∗ 00001 −00031∗∗∗ −00013∗∗∗

4000025 4000025 4000025 4000025
Task position 2 −00046 −00046 −00066∗ −00029

4000275 4000275 4000275 4000275
Task position 3 −00038 −00027 −00018 −00025

4000275 4000275 4000275 4000275
Constant 00826∗∗∗ 10055∗∗∗ 10215∗∗∗ 00597∗∗∗

4000335 4000395 4000405 4000435
Deviance 4,662 4,479 4,007 2,781
Log likelihood −71407 −71315 −71079 −61466
Pseudo-R2 000112 000503 001503 004103
No. of observations 3,835 3,835 3,835 3,835

Note. Poisson regressions with robust estimators. Standard errors
are reported in parentheses. Observations include all trials with
a positive search distance after the first trial. Models 2–4 control
for individual fixed effects. Pseudo-R2 computed is based on the
deviance (see Cameron and Windmeijer 1996).

∗p < 0005; ∗∗p < 00005; ∗∗∗p < 00001.

D
ow

nl
oa

de
d 

fr
om

 in
fo

rm
s.

or
g 

by
 [

19
4.

22
1.

86
.1

26
] 

on
 1

1 
Ju

ly
 2

01
7,

 a
t 0

5:
14

 . 
Fo

r 
pe

rs
on

al
 u

se
 o

nl
y,

 a
ll 

ri
gh

ts
 r

es
er

ve
d.

 



Billinger, Stieglitz, and Schumacher: Search on Rugged Landscapes: An Experimental Study
Organization Science 25(1), pp. 93–108, © 2014 INFORMS 101

Figure 3 Summary of Main Effects in the Empirical Model of
Adaptive Search
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Note. Error bars represent 95% confidence intervals.

and the differential impact of success and failure on the
choice of search distance.

Taken together, these findings explain the observed
temporal pattern of search behavior, as previously
shown in Figure 2. In the early search trials, per-
formance improvements are frequent, triggering neigh-
borhood search. In later trials, negative feedback is
more prevalent, and it becomes harder to identify
performance-improving combinations. Human subjects
respond by broadening search. If they find a perfor-
mance improvement, the search distance is again low-
ered. Search distance therefore is adaptive to perfor-
mance feedback, and subjects go through cycles of local
and more distant search.

Note also that complexity did not have a direct ef-
fect on the search distance. Rather, complexity system-
atically influenced the feedback conditions of human

Table 5 Task Complexity and Feedback Conditions

Feedback variables (dependent variables)

Number of
Variables Feedback Highest payoff unsuccessful trials

Complexity 4K5 −00077∗∗∗ (0.011) −00004∗∗∗ (0.000) 00029∗∗∗ (0.0041)
Trial number −00160∗∗∗ (0.007) 00014∗∗∗ (0.000) 00152∗∗∗ (0.0022)
Task position 00122∗ (0.051) −00009∗∗∗ (0.002) −00041∗ (0.0186)
Log likelihood/R2/ 3,626.63 0.439 0.4362

pseudo R2

Number of observations 4,204 4,204 4,204

Notes. The analysis examines how task complexity influences feedback conditions. Feedback is a binary
variable, and we used a logit regression. The continuous variable highest payoff was examined with an
ordinary least-square (OLS) regression. The discrete variable number of unsuccessful trials was examined
using a negative binomial regression.

∗p < 0005; ∗∗p < 00005; ∗∗∗p < 00001.

participants, and behavior thereby adapts to task com-
plexity. To find out whether task complexity impacted
feedback conditions, we ran additional regressions with
the feedback variables—feedback, highest payoff, and
number of unsuccessful trials—as the dependent vari-
ables. The results are reported in Table 5. First, and as
expected, higher task complexity increased the rate of
failure. Second, and related, complexity also reduced the
highest payoff. Third, complexity increased the num-
ber of trials without performance improvements. In gen-
eral, human subjects experience more failure in more
complex tasks and respond by broadening the search
distance.

The empirical model of adaptive search behavior
appears to offer a good explanation of why human
agents do comparatively badly in simple and interme-
diate complexity tasks (see Table 1). They gradually
broaden the search distance as a response to failure,
and local search is broken off well before an exhaustive
examination of the immediate neighborhood. To put it
differently, human subjects become impatient with the
lack of performance improvements. Abandoning local
search can be effective if there is a high probability
of being on a local optimum (as in the K = 9 task),
although it may lead to short-term performance sacri-
fices in less complex task environments.

Simulating Adaptive Search
Following Arthur (1991) and Edmonds (2001), we
developed a search algorithm based on the findings of
the experiment. The above analysis showed that search
behavior critically depends on feedback. Human agents
aim for performance improvement. A trial is interpreted
as a success (failure) if performance (fails to) improve.
Human agents respond to success and failure by grad-
ually adjusting the search distance. It is reduced if an
agent experiences success and is increased in response to
failure. Our analysis also shows that the speed of adjust-
ment depends on feedback, with downward adjustment
being more rapid in response to success than upward
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adjustment for failure. This type of behavior can be cap-
tured in the following decision rules:

If success 4�∗

t <�t51
{

PS 2 SDt+1 = SDt −11 SDt+1 ≥ 11
1 −PS 2 SDt+1 = SDt3

(1)

If failure 4�∗

t ≥�t51
{

PF 2 SDt+1 = SDt +11 SDt+1 ≤N1

1 −PF 2 SDt+1 = SDt 0
(2)

SD is the search distance and is bounded between 611N 7.
The variable �t denotes the payoff of trial in t, and
�∗

t denotes the highest payoff identified in prior trials.
PS and PF are probabilities that capture the speed of
adjustment in response to success and failure, respec-
tively. Search distances are adjusted in unit increments.

In the next step, we estimated the values of PS and PF

based on the data from the experiment. We performed
a grid search of PS and PF (in increments of 0.05) by
running a computer simulation with 50,000 agents and
computed the sum of absolute errors over all search tri-
als and K values. The initial starting conditions—the
search distances in the first trial—were also calibrated
based on the data from the experiment. The resulting
estimated values were 0.9 for PS and 0.2 for PF . Fig-
ure 4 compares the actual behavior with the decisions
resulting from the calibrated decision rules for interme-
diate complexity. The average search distance for K = 5
in the simulation was 2.75 (compared with 2.72 in the
experiment); for the simple landscape it was 1.87 (2.66
in the experiment) and for the high complexity land-
scape it was 2.99 (2.58 in the experiment).7 The final

Figure 4 Comparison of Actual and Simulated Search
Behavior in the Intermediate Complexity Task
(K= 5)
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performance after 24 trials also compared favorably to
the results from the experiment: in the K = 5 landscape,
the calibrated agents reached an average performance of
0.887 (0.875 in the experiment). For K = 9, the final
performance is 0.852 (0.859 in the experiment), and for
K = 01 it is 0.928 (0.956 in the experiment).

The calibrated values of PS and PF probably have
limited value beyond the specific experimental setting.
They are likely to be different if key parameters such as
the number of decision variables N , the risk of experi-
mentation, the number of available trials, etc., are var-
ied. In contrast, we expect that the principal relationship
between performance feedback and behavior encapsu-
lated in the search algorithm is robust to changes in the
context of search.

To further probe the properties of adaptive search,
we compared its performance to myopic local search
in a computational model (see the appendix). The
analysis reveals that adaptive search improves long-
term performance, but it is also more costly and less
attractive the lower the complexity and the higher the
number of attributes. In such settings, myopic local
search improves performance much more rapidly than
adaptive search. This shortcoming of adaptive search
becomes especially severe if agents face intermediate
selection pressures (Levinthal and Posen 2007). Under
these conditions, organizations may benefit by promot-
ing patience as a response to failure and focusing search
efforts on local improvements. In other words, “first
exploit, then explore” may be a viable search strategy in
some situations.

Discussion and Conclusions
The purpose of this experimental research was to exam-
ine how individual human agents search for perfor-
mance improvements in complex combinatorial tasks.
This is relevant for management research because many
managerial problems share a structure in which new
alternatives emerge from the combination of more or
less interdependent decision variables. The difficulty
of the combinatorial task increases as interdependen-
cies proliferate (Page 1996, Simon 1962). Combinatorial
tasks become challenging when exploring new alterna-
tives consumes scarce resources (Stigler 1961) or when
economic agents face intermediate selection pressures
(Levinthal and Posen 2007). Our laboratory experiment
provides an attempt to capture the salient features of
such situations to understand how human agents search
for performance improvements in complex combinato-
rial tasks.

The principal finding from our study is that search
behavior in a combinatorial task gradually adapts to per-
formance feedback. Task complexity does not have a
direct effect on search behavior. Rather, we find strong
evidence for adaptive search, i.e., a pattern of failure-
induced exploration and success-induced exploitation.
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Success tends to constrain the search for new alterna-
tives to the neighborhood of an existing alternative and
thereby promotes local improvements. Persistent failure
motivates progressively more distant, exploratory search.
Feedback from searching a new alternative is encoded as
a success or failure based on a subjective reference point.
The reference point in the experiment was the individual
best-performing combination identified in prior search,
reflecting an aspiration of performance improvement.

The complexity of the combinatorial task only affects
search behavior indirectly through feedback. The higher
the complexity, the more difficult the task of identify-
ing improvements, and failure becomes more prevalent.
Individuals respond to failure by steadily broadening
search to more distant alternatives. This proves to be
an effective strategy in highly complex tasks, in which
local improvements quickly traps search into a local
optimum. However, the human tendency to abandon
the search for local improvements in favor of more
exploration becomes a short-term liability in less com-
plex tasks. Local search was frequently broken off well
before exhausting nearby performance improvements.

We probed this theme of adaptive search further by
using the experimental results to derive stylized deci-
sion rules for economic agents based on the findings
from the experiment (Arthur 1991). Economic agents are
more likely to increase (reduce) the search distance if
they encounter failure (success). We demonstrated that
such an adaptive search algorithm generates behavior
that is reasonably consistent with the one observed in
the experiment. We then compared the effectiveness of
adaptive search to a nonadaptive, local search strategy
(see the appendix). Importantly, given the same resource
constraints, adaptive search is not a free lunch. It gener-
ally improves long-term performance, especially in more
complex tasks, but breaking off local search too early
might become a liability when agents must consider
many performance attributes or when they face strong
intermediate selection pressures. This suggests that a
sequencing of sustained exploitation followed by gradu-
ally increasing exploration may be a viable approach in
such settings.

The stylized setting of our laboratory experiment has
several limitations. First, our subjects could not draw
on prior knowledge about the search space (Gavetti and
Levinthal 2000). Second, they also acted in complete
isolation from each other and did not receive vicari-
ous performance feedback. The results from the exper-
iment demonstrate that performance feedback critically
matters for search behavior, and including indirect per-
formance feedback could have a substantial impact on
reference points (Knudsen 2008) and search behavior
(Greve 2003). In addition, search behavior is proba-
bly also influenced by information about the search
space. For example, giving decision makers informa-
tion about the global optimum will have an impact on

search behavior by providing another important refer-
ence point (MacLeod and Pingle 2005). Third, the exper-
imental design is also limited in terms of the parame-
ters we explored. Varying the complexity with smaller
increments would be interesting for better understand-
ing behavior as task complexity changes. Increasing the
number of decision variables and enlarging the search
space could also influence search behavior in impor-
tant ways (Page 1996). Providing more search trials and
thereby easing the resource constraint might reflect a
greater provision of (slack) resources and could con-
ceivably lead to more exploration. Finally, the risk of
experimenting with a new alternative is rather limited
in the current setup. Increasing the risk of experimen-
tation likely promotes local search and less exploration
(Gavetti and Levinthal 2000). We leave these important
questions for further research.

Our findings contribute to prior research on behav-
ioral decision making. The principal pattern of success-
induced exploitation and failure-induced exploration is a
familiar one. Because exploration is more risky, it cor-
responds to the main tenet of prospect theory (Bromiley
2010, Kahneman and Tversky 1979) that reference
points are an important driver of risk attitudes. Accord-
ing to prospect theory, individuals are risk seeking in
losses and risk averse in gains, with gains and losses
defined in relation to a reference point. Likewise, work
on managerial risk taking proposes that individuals
increase their risk preference if performance falls below
subjective aspiration levels (Koop and Johnson 2012,
March 1988, March and Shapira 1992). A similar rela-
tionship between aspirations and search has been high-
lighted by the behavioral theory of the firm (Greve 2003,
Levinthal 1997, Levinthal and March 1981). Accord-
ing to Cyert and March (1963), organizations primarily
search in the direct neighborhood of existing alterna-
tives. When neighborhood search fails to meet aspira-
tions and restore success, an organization “uses increas-
ingly complex (‘distant’) search” (Cyert and March
1963, p. 170). We extend this literature by providing an
empirically grounded mechanism that shows how indi-
viduals attend to distinct feedback variables, aggregate
them, and adapt their search behavior accordingly.

The decision rules underlying the behavior in the
experiment are thus consistent with prior research on
managerial and organizational decision making, even
though they do not figure prominently in most of the the-
oretical work on search and adaptation in complex task
environments.8 Our findings add to the basic relationship
between performance feedback and search behavior by
showing how task complexity systematically influences
feedback conditions. Higher complexity makes negative
feedback more prevalent and the identification of bet-
ter alternatives more difficult. This defining feature of
task complexity tends to lead to more distant search,
since individuals experience more failure. Notably, the
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distance of search is only gradually adapted in response
to negative performance feedback. Individuals do not
switch randomly back and forth between local and more
distant search. Rather, the corresponding image here is
one of progressively casting a wider net into an ocean
of possibilities.

Our findings also have implications for theoretical
work on adaptation. One of the challenges in a behav-
ioral research program is the specification of decision-
making rules to capture the bounded rationality of
economic agents. One way of distilling stylized rules
are detailed case studies of organizational search and
decision making (Cyert and March 1963, Gavetti and
Levinthal 2007, Siggelkow 2001). An alternative that
we pursued in the present paper is the use of labora-
tory experiments (Arthur 1991, Edmonds 2001, Ster-
man 1987). Based on our findings, we proposed styl-
ized rules to capture how individual decision makers
determine where to search in a performance landscape.
We calibrated the decision rules based on data from an
experiment and explored some of their implications in
a computer simulation. It is noteworthy that the general
principle behind the decision rules appears to be remark-
ably similar for both an individual decision maker and
an organization (Greve 2003). An obvious question here
is how individual behavior translates into organization-
level search. For example, our findings suggest that indi-
vidual decision makers might be too explorative and
rather willing to break off local improvement search. If
true, bureaucracy might be used as an important tool to
focus on local improvements and to promote individual
patience by curbing enthusiasm and limiting creativity
of employees. Otherwise, organizations might be prone
to overexploration (March 1991).

To conclude, management research is primarily inter-
ested in individual and organizational decision making
in settings that are challenged by pervasive uncertainty,
environmental dynamism, and complexity. In these set-
tings, optimization under known constraints is often not
an adequate behavioral assumption (Levinthal 2011).
Laboratory experiments might be one important way
to get a better understanding of behavior in such set-
tings. They hold the potential of providing empirically
grounded decision rules and of pushing further theoret-
ical refinement and empirical tests in the real world.
We hope that our work contributes to such a behavioral
research agenda and opens up new lines of inquiry.
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Appendix
We further probed the properties of adaptive search using com-
puter simulations to illustrate how its application in theoret-
ical work may foster new insights and lines of inquiry. We
compared the performance of the adaptive search algorithm
with a standard conception of myopic local search. For adap-
tive search, we used the calibrated values for the probabil-
ity of changing the search distance as a response to success
(PS = 009) and failure (PF = 002) in Equations (1) and (2). For
local search, we considered a change in one randomly deter-
mined attribute. A new combination is adopted if it improves
performance. The number of search trials was increased to
100. For the task environment, we considered small and large
search spaces (N = 10, 50) with low, intermediate, and high
complexity. The NK landscapes were individually seeded with
random interaction patterns among attributes. We report results
averaged over 250 distinct, nonnormalized landscapes popu-
lated by 100 agents each. Figure A.1 shows the performance
of adaptive and local search strategies in small search spaces
(panels a and b) and in large search spaces (panels c and d).

In small search spaces (N = 10), adaptive search clearly
outperformed the local search strategy in terms of final per-
formance. This result applies to low (K = 3) and high (K = 9)
complexity landscapes.9 The performance difference increased
in the level of complexity. The result is rather intuitive and
corresponds to prior findings in the literature (e.g., Knudsen
and Levinthal 2007, Siggelkow and Levinthal 2003). Agents
capable of searching more distant configurations may move off
a local peak when they identify a higher-performing config-
uration elsewhere. This advantage becomes more pronounced
as local peaks proliferate, i.e., with increasing complexity.

More interestingly, adaptive search as observed in the exper-
iment is not a free lunch. Compared with local search, the
initial performance gains from adaptive search are lower in
the early trials of searching a landscape. This can be readily
observed by comparing the performance signatures of local
and adaptive search in low complexity landscapes (see Fig-
ure A.1(a)). For the first 60 trials, the gains from local search
were higher than the gains from adaptive search. The rea-
son for this is the same as the one that we observed in the
experiment: the computational agents engaging in adaptive
search have a tendency to break off local search in favor of
more distant search as soon as performance does not increase.
Very often, initiating more distant search is premature, because
untried options in the immediate neighborhood of the cur-
rent configuration still exist. Agents become impatient with
the lack of progress and begin to broaden their search. The
experiment offered evidence of this human tendency. It has
also been found to be an important driver of search behavior
in labor markets (Paserman 2008). However, although in other
settings impatience leads to the adoption of an inferior alter-
native, it may result in excessive exploration in combinatorial
search spaces.

The costs of adaptive search in terms of foregone inter-
mediate performance heavily depend on the nature of the
search space. They decline with the level of complexity.
In highly complex landscapes, the short-term performance
difference between local and adaptive search is negligible
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Figure A.1 Performance Properties of Local and Adaptive Search

(a) N = 10, K = 3 (b) N = 10, K = 9

(c) N = 50, K = 15 (d) N = 50, K = 45
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Notes. The upper panel reports results for small search spaces (N = 10) with low (K = 3) and high (K = 9) complexity. The lower panel
reports results for large search spaces (N = 50) with low (K = 15) and high (K = 45) complexity. Parameter values for adaptive search
are PS = 009 for success and PF = 002 for failure. Results are averaged over 100 agents in 250 distinct landscapes for each parameter
combination.

(see Figure A.1(b)), whereas the long-term performance of
the latter strategy is clearly superior. However, the number
of attributes—the size of the search space relative to con-
straints in search resources—also mattered (see Figure A.1(c)).
With many attributes to consider, the costs of adaptive search
increase, and sustaining narrow-minded local search becomes
even more critical. In a nutshell, adaptive search becomes
more costly and less attractive the lower the complexity
(see Figure A.1(d)) and the higher the number of attributes.
In addition, the managerial context matters for the efficacy
of adaptive search. If agents are selected based on final per-
formance, the downside of adaptive search is comparatively
small, since its performance quickly exceeds the performance
of local search. This appears to be relevant for situations
such as product innovations, where the performance at mar-
ket launch is critical for commercial success. Conversely, if
agents face intermediate selection pressures (e.g., Levinthal
1997, Levinthal and Posen 2007), the slower learning achieved
by adaptive search might become a liability. Thus, sensitivity
to negative feedback and experimentation with more distant
alternatives should be more prevalent in a setting such as prod-
uct innovation and less common when it comes to business
strategy or organization design.

A normative implication of this analysis is that agents might
actually be better off by engaging in exploitation followed by
exploration. This could be the case if they face severe inter-
mediate selection pressures, if the task is of low complexity,
or if they are challenged by many performance-relevant choice
attributes. This finding contrasts with prior research that high-
lights the need to explore first and exploit later in rugged land-
scapes (e.g., Siggelkow and Levinthal 2003). According to the
above analysis, agents might be better off committing to sus-
tained exploitation of the immediate neighborhood to realize
immediate gains and then switch over to adaptive search in
some situations.

Endnotes
1The psychological literature on human behavior in complex
dynamic environments primarily focuses on the role of cogni-
tive biases, pattern matching, the role of prior knowledge, and
the role of self-monitoring behavior (Osman 2010). Our goal is
more modest because we are primarily interested in trial-and-
error learning in complex combinatorial tasks with a high level
of goal uncertainty. That is, what constitutes a good task solu-
tion is usually assumed to be unknown in the NK model. This
contrasts with well-defined, puzzle-like combinational tasks
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such as the Tower of Hanoi (Newell and Simon 1972) or the
missionaries and cannibals problem (Simon 1978).
2The payoff associated with each combination was obtained
from three distinct landscapes randomly generated before the
experiment based on the standard NK algorithm with random
interaction patterns and varying K 4K = 015195. All land-
scapes were normalized. To hide the mean and the maximum
performance of a landscape and to prevent the learning of ref-
erence points across sessions, the NK payoff was multiplied
with a session-dependent payoff factor. We also examined the
properties of the specific landscapes to check their represen-
tativeness. The K = 5 landscape contains 32 local peaks; the
K = 9 landscape, 95 local peaks.
3Another example illustrates how the search distance mea-
sure is computed dynamically when the best-performing com-
bination changes. Assume again a landscape with just three
binary attributes. The searcher begins with the combination
[000] and a payoff for that combination of 0.5. She chooses
a new combination [001], yielding a lower payoff of 0.4. The
search distance for the trial is 1, since only a single attribute
was changed. The combination [000] remains the highest-
performing combination identified. In the next trial, she tries
[011] and receives a higher payoff of 0.6. The search distance
is 2, as she changed two attributes compared to the original
best-performing combination [000]. The combination [011],
now the new best-performing combination, becomes the basis
for calculating the search distances.
4Because the variance of the dependent variable is higher than
the mean, we tested for overdispersion of the data by running
a negative binomial regression, and we obtained qualitatively
similar results. In terms of model quality, the Poisson regres-
sion was superior to the negative binomial regression.
5We also experimented with alternative specifications of the
reference point such as average or cumulated payoffs. They
were insignificant in the regressions.
6We also ran regressions with feedback as a continuous
variable. The results are qualitatively similar with a lower
pseudo-R2.
7Better estimated values are obtained by calibrating the values
for each individual landscape. For example, PF appears to be
somewhat lower (0.15) in the K = 9 landscape and higher
(0.25) in the K = 0 landscape.
8An exception is Levinthal (1997), who explicitly considers
local and distant search in a model of organizational adaption
on rugged performance landscapes. Organizations engage in
both modes of search at the same time and adopt an alternative
if it improves performance. However, it is not analyzed how
performance improvements from the two search modes change
as a function of complexity or over time.
9We do not report the results for the intermediate complexity
landscapes because they fall between the reported cases here.
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