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Abstract

Experimental evidence suggests that people often do not feel comfortable with making decisions based on a single piece of evi-
dence and that they systematically look for confirming evidence before choosing. The goal of this paper is to investigate whether
such behavior is appropriate for multi-attribute binary choice. We model the experimentally observed ‘‘thirst for confirming redun-
dancy’’ (Bruner, Goodnow, & Austin, 1956) through a simple heuristic strategy (CONF) that needs two consistent cues to make a
binary choice. Analytical expressions for the probabilities that CONF chooses correctly between two alternatives and takes a
decision after considering fewer than all pieces of evidence are presented. Importantly, CONF is advantageously insensitive to
cue ordering. The model performs equally well in both structured environments, where cues are ordered by validity, and unstruc-
tured environments, where the cues are not consulted in the order of their validity. We further compare the performance of CONF
with the performance of other heuristics in a series of simulated three-cue environments, where the cues are continuous and vary in
both predictive ability and inter-correlation. We show that across environments, CONF balances the advantages and disadvantages
of other simple models. We conclude that confirmation-seeking in multi-attribute decision making is a simple, fast, and robust
‘‘ignorance’’ strategy that hedges your bets when you know that you might not know.
� 2005 Elsevier Inc. All rights reserved.
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Introduction

In decision making, it is often not information but
attention that is the scarce resource (Simon, 1978).
Therefore, the ability of decision makers to select the
‘‘right’’ information is crucial to performance. In line
with this idea, fast and frugal decision-making models
(Gigerenzer & Goldstein, 1996) that use limited subsets
of available cues are more and more popular both in sci-
entific and popular literature. At an extreme, frugality
takes the form of a one-reason decision-making strategy
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that needs only one cue to take a decision. This strategy
has been shown to be successful in many environments
using both empirical demonstrations (e.g., Gigerenzer,
Todd, & the ABC Research Group, 1999) and theoreti-
cal analysis (e.g., Hogarth & Karelaia, 2005). The suc-
cess of this strategy, however, is conditional on prior
knowledge of the structure of the environment, in par-
ticular, on the correct selection of the most predictive
cue (Hogarth & Karelaia, in press).

Do people indeed make decisions through a one-rea-
son process? Empirical evidence suggests that people of-
ten do not feel comfortable applying this frugal rule and
instead search for additional evidence, even when it is
not needed (Newell, Weston, & Shanks, 2003). In such
search, inter-related evidence may be especially appeal-
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ing due to ‘‘the thirst for confirming redundancy’’ (Bru-
ner et al., 1956). Moreover, inter-related evidence may
make people more confident in their decisions (Budescu
& Rantilla, 2000).

As an example, consider a doctor collecting informa-
tion on symptoms of a patient to make a diagnosis.
Once an initial diagnosis is clear, what kind of informa-
tion is most likely to be sought? It is not uncommon in
medical decision making to look for regular patterns of
symptoms, that is, to look for symptoms that usually
manifest themselves together and therefore are likely
to confirm the initial diagnosis.

For another example, imagine that a research-orient-
ed faculty has to decide which of two candidates will be
promoted. Most readers would agree that the most rel-
evant cue is a measure of research productivity, say
the number of publications. Will the faculty committee
rely on this cue only? Or will it look for some additional
cues, for example, regarding teaching effectiveness and
institutional contribution? If so, how would the multiple
cues be combined? The decision may further be compli-
cated by possible inter-cue dependencies, for example,
candidates who are more productive in research may
also be more effective in teaching. Will the faculty mem-
bers account for such interrelations? Based on the previ-
ous literature, we believe that the committee is likely to
seek for additional cues, even if these are not indepen-
dent, that confirm the initial decision and feed the feel-
ing of confidence.

The goal of this paper is to provide a theoretical an-
swer to how beneficial (or detrimental) confirmation-
seeking may be in multi-cue or multi-attribute choice.
We take the experimental evidence on the apparent
thirst for confirming evidence as a starting point and
perform an analysis of the results of such behavior.
The paper is organized as follows.

First, we discuss the literature on fast and frugal
models and the experimental evidence suggesting that
people often deviate from one-cue reasoning and look
for confirming evidence. We then list possible explana-
tions for such behavior.

Second, we adopt the point of view that decision
models should be studied together with the environ-
ments where these are applied (Simon, 1956). Special
attention is given to environments containing redundan-
cies that allow the speedy accumulation of confirming
evidence. We discuss how the quality of decisions may
be affected by redundancy. We also refer to the literature
on the aggregation of forecasts that suggests that people
often fail to account appropriately for interdependencies
between information.

Third, we formulate a confirmation-seeking heuristic
strategy for multi-attribute binary choice that accounts
for the previous experimental evidence and conceptual
suggestions in the decision-making literature. We per-
form a theoretical analysis of this strategy focusing on
its accuracy, the quantity of information it consults,
and the previous knowledge it requires.

Fourth, we illustrate the theoretical findings with sim-
ulations. The simulations compare the performance of
the confirmation-seeking strategy with other widely-de-
scribed heuristics in a subset of multi-attribute environ-
ments with different levels of noise and redundancy. We
report the results for both structured and unstructured
environments to show how (in)sensitive the heuristics
are to the level of knowledge of the structure of the
environment.

In brief, we show both through theoretical analysis
and simulations that the confirmation-seeking strategy
is a good alternative to other heuristics in multi-attri-
bute choice. It often does not need all available cues
to make a choice, and its performance does not depend
on being able to rank order the cues in terms of their rel-
ative predictive validity. We therefore conclude that
confirmation-seeking in multi-attribute decision making
is a fast and robust ‘‘ignorance’’ strategy that hedges the
decision maker�s bets when she knows that she might
not know.
Decision heuristics: What they are and what people indeed

use

Most decision researchers agree that people are more
likely to use simple heuristic models for judgment and
choice rather than cognitively demanding rational mod-
els. In addition, it has been demonstrated that simple
models not only economize on cognitive effort but also
often perform relatively well compared to rational
benchmarks (e.g., Dawes, 1979; Einhorn & Hogarth,
1975; Hogarth & Karelaia, 2003, 2005; Hogarth & Kar-
elaia, in press; Martignon & Hoffrage, 2002).

One simple heuristic that has recently attracted much
attention is ‘‘take-the-best’’ (TTB) (Gigerenzer & Gold-
stein, 1996). Applied to a binary multi-attribute choice
problem, the decision rule works as follows. First, the
attributes, or cues, are ordered by their validity for pre-
dicting the criterion value. Second, the alternatives are
compared on the most valid discriminating cue. Assum-
ing that more is preferred to less, the alternative with the
higher level on this cue is chosen. If none of the cues can
discriminate between the alternatives, choice is made at
random. The rule requires low cognitive effort, for one
cue is often sufficient to make a choice when the cues,
or attributes, are binary in nature and almost always
sufficient when the cues are continuous. The TTB-rule
does not imply making trade-offs between the attributes.
This increases the appeal of the rule, for decision makers
are often not willing to face trade-offs directly (Hogarth,
1987) and may even search to represent problems to
avoid trade-offs (Payne, Bettman, & Johnson, 1993).
However, the rule requires knowledge of the relative
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cue validities and its accuracy drops when the most valid
cues are not recognized as such (Hogarth & Karelaia, in
press).

The performance of TTB has been compared to that
of both normative models (e.g., linear regression) (e.g.,
Gigerenzer, Todd, & ABC Research Group, 1999) and
other simple heuristic models, for example, equal-
weighting (EW) (e.g., Dawes, 1979). The EW model sim-
ply assigns unit weights to all attributes, adds them up
and chooses the alternative with the superior sum. In
the case of ties, choice is made at random. Contrary to
TTB, EW examines all the cues, but does not require
any prior knowledge on the structure of the environ-
ment. Trade-offs are implicitly built into the model.
However, since no differential weights are given to the
cues in EW, one can argue that resolving trade-offs is
cognitively easy.

The relative performance of TTB in binary choice de-
pends on characteristics of a given decision environment
such as the dispersion of cue validities, and the cue-pro-
files of the alternatives that populate the environment
(Hogarth & Karelaia, 2003; Martignon & Hoffrage,
2002). As for the first factor, TTB is more successful
in non-compensatory environments, i.e., environments
with the validities unequally spread among cues. In these
environments, the spread is such that each cue is more
valid than any combination of less valid cues.

Several experimental studies have addressed the ques-
tion of whether people use the TTB decision strategy.
The main finding is that people do use this strategy,
however, not everybody and not always. In particular,
in a study performed by Newell et al. (2003) only one-
third of subjects behaved in a manner completely consis-
tent with the TTB rule. This happened in spite of the
fact that the experiment was explicitly designed to pro-
mote TTB-consistent behavior. The most striking result
was the violation of the TTB stopping rule. In a com-
pensatory environment with six binary cues, almost
50% of participants systematically accumulated more
information than was necessary to apply TTB. In partic-
ular, they continued buying costly information after dis-
covering a discriminating cue. In a non-compensatory
environment with two binary cues, where the second
cue could not change the overall evaluation of alterna-
tives, there were still 25% of participants who bought
both pieces of information.

Why do people acquire additional costly information
when it is not needed? Newell et al. (2003) suggest that
people may not want to commit themselves until a par-
ticular alternative is sufficiently superior to another so
that the choice can be made easily. The authors label
such behavior ‘‘weight of evidence’’. A related finding
is that confidence in judgments tends to increase with
the quantity of information available, even when more
information does not imply greater accuracy (Oskamp,
1965). Therefore, people may feel uncomfortable
making a decision on the basis of one piece of discrim-
inating evidence and seek more information simply to
increase their confidence (Svenson, 1992, 1996).
Additionally, Kahneman and Tversky (1973) noted that
confidence is often higher when different pieces of infor-
mation are consistent. The subjects of Newell et al.
(2003) might thus be looking for consistent cues that
would confirm their initial decisions and make them
more confident.

In rule discovery and hypothesis testing, looking for
confirming redundancy to ‘‘make it doubly sure’’ (Bru-
ner et al., 1956) is a well-documented behavior. Specifi-
cally, people often feel the need to seek evidence that
validates and confirms their initial expectations, hypoth-
eses, and beliefs. The scientific intuition is that looking
for confirming information—and thereby ignoring
disconfirming evidence—is a biased approach to
hypothesis testing and does not maximize the quality
of information collected. However, Klayman and Ha
(1987) demonstrated theoretically that ‘‘positive hypoth-
esis testing’’ is often an effective strategy to determine
whether or not a given hypothesis is correct.
Consistency, redundancy, and predictive value of cues

Evidence which is consistent with previous evidence
and therefore confirms one�s initial intuitions and judg-
ments may be independent or redundant to some extent.
Independent cues correlate with the criterion only.
Redundant cues are related not only to the criterion
but also to each other. Importantly, inter-cue redundan-
cy should not be understood in a dichotomous manner.
That is, not only may cues completely overlap (unit cor-
relation) or be absolutely unrelated to each other (zero
correlation), but they may also partially correlate (corre-
lation coefficient between zero and one). This means that
when inter-cue correlations are less than unity, even a
redundant cue may have some incremental predictive
value.

Intuitively, it is easier to find confirming cues in the
environments containing redundancies. Therefore, such
redundant environments provide the conditions where
decision makers feel most comfortable with applying
the weight of evidence strategy, for in such conditions
the quantity of confirming evidence subjectively neces-
sary for a decision can be accumulated relatively
quickly.

Inter-cue dependencies are, of course, not rare in real-
life environments (Brunswik, 1943, 1952; Connolly &
Srivastava, 1995). An interesting question is whether
the presence of redundancy in a given decision environ-
ment hurts or helps decision makers. Though redundant
cues have a reduced informational value per se, several
prominent scientists have pointed out the benefits of
cue redundancy. The positive utility of redundant cues
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lies in the imperfections of both the quality of informa-
tion in the environment and our information processing
abilities. First, in environments with incomplete and/or
noisy information, redundant cues ‘‘function vicarious-
ly’’ (Brunswik, 1943, 1952) increasing the reliability of
overall judgments (Connolly & Miklausich, 1978; Ein-
horn, Kleinmuntz, & Kleinmuntz, 1979). And second,
redundant cues can improve judgments of a decision
maker who is inexperienced in a given task domain.
The reason is that any cue is ‘‘noisy’’ for an inexperi-
enced decision maker who lacks knowledge about the
existing interrelations between cues and criterion.
Redundant cues can therefore correct errors in the inter-
pretation of previously processed cues.

From a normative point of view, an independent cue
should be preferred to a correlated cue in order to
maximize the accuracy of predictions or choices. In
reality, however, it is not the normative consideration
of accuracy that apparently guides decision makers in
information selection but the comforting attraction of
confirmation, even if it originates from overlapping
information. The literature on the aggregation of fore-
casts is especially rich in demonstrating this phenome-
non. Forecasts of different experts may be dependent
due to similar experience or training or because the ex-
perts have access to either the same information or dif-
ferent but highly correlated information (e.g., Morris,
1986). Redundant experts normatively add less (if any-
thing at all)1 to the accuracy of aggregated predictions
than non-redundant experts. Decision makers, howev-
er, often favor redundant experts due to erroneous sta-
tistical intuition (Soll, 1999), the lack of technical
ability to treat redundant information appropriately
(Maines, 1990), or because redundant sources inspire
more confidence in aggregate predictions (Budescu &
Rantilla, 2000; Budescu, Rantilla, Yu, & Karelitz,
2003). Interestingly, Budescu and Rantilla (2000) addi-
tionally investigated whether the feelings of confidence
decision makers had in aggregate predictions were sen-
sitive to different levels of redundancy. They found that
confidence increased with the level of informational
overlap.

In sum, the literature suggests that people have a
need for information that confirms their initial intu-
itions, are ready to pay for such confirming evidence,
and may disregard inter-dependencies in information
for the sake of increased confidence in their decisions.
We next model such behavior through a simple heu-
ristic model of binary choice and analyze its
performance.
1 Clemen (1987) showed that a redundant expert can have a value
facilitating learning about the private information of the other experts.
When such learning occurs, the aggregate prediction becomes more
certain.
CONF: A strategy that looks for confirming evidence

How often does a simple strategy that chooses one
alternative of two only once confirming evidence has been
found select the best alternative? What prior knowledge
does it need? Under what conditions is it the most success-
ful? We call this strategy CONF and for three-cue envi-
ronments define it as follows. Under this strategy, cues
are accessed in the order of their validities, similar to the
TTB information search pattern. After the first discrimi-
nating cue has been encountered, a confirming piece of
evidence is then sought by consulting the next most valid
cue. If this next cue confirms the first discriminating cue,
the alternative favored by both of them is chosen. Other-
wise, the next discriminating cue is accessed and the alter-
native it favors is chosen. Therefore, the stopping rule is to
choose a given alternative when two cues favoring it are
found. This stopping rule is psychologically plausible in
that it accounts for the previous experimental evidence
on the violation of the stopping rule of TTB (Newell
et al., 2003). (In this formulation, CONF requires only
one confirming piece of evidence. We discuss below the
factors that may define how many consistent pieces
should be accumulated before choosing and how the
requirement of minimum accumulated evidence may af-
fect the performance of the strategy.) The model assumes
that the signs of the zero-order correlations between the
cues and the criterion are known. In this respect, CONF
makes the same assumption as the other heuristics in this
paper.

The strategy does not imply trading off the cues, for
only consistent cues, that is, the cues favoring the same
alternative, are taken into consideration for the decision.
How does CONF compare to positive hypothesis testing
that also involves looking for confirming evidence (Bru-
ner et al., 1956; Klayman & Ha, 1987)? Although similar
in their thirst for confirmation, the two strategies differ
in their adherence to initial intuitions. In particular, po-
sitive hypothesis testing assumes that once an initial
hypothesis has emerged (e.g., a diagnosis), no cue
(e.g., symptoms) on any alternative hypothesis (e.g., an
alternative diagnosis) is checked such that the initial
hypothesis cannot be rejected. CONF is less restrictive.
It examines information in a between-alternative fashion
and subjects the initial intuition as to which alternative
is better to the danger of rejection.2

Readers will notice that in this formulation, CONF
assumes that the cues are consulted in the order of their
validities. Importantly, the analytical approach we pres-
ent below allows analysing both situations when the
cues are ordered correctly and when this is not the case.
This assumption, however, coincides with that taken in
2 We are grateful to an anonymous reviewer for pointing out this
distinction.
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studies of TTB (e.g., Gigerenzer & Goldstein, 1996) and
reflects the experimental design of the study by Newell
et al. (2003) that documented the violation of the TTB�s
stopping rule. In their experiments, subjects were given
hints on the relative validities of cues several times and
acquired the cues in the order reflecting these validities.
Moreover, a recent experimental study by Rakow, Hin-
vest, Jackson, and Palmer (2004) demonstrated that
people are able to learn features of multi-cue environ-
ments, and in particular, to order cues by validities with
a relatively limited amount of learning in the presence of
feedback. The authors suggest that learning is easier
when the dispersion of cue validities is larger. Their sub-
jects experienced difficulties in ordering the cues by
validity only when the validities of the most and the least
valid cues differed by less than 0.1.3

We argue, however, that in real-life decisions, people
often consult cues in incorrect order. There are at least
three reasons. First, learning the relative cue validities
may be impeded by limited experience within the do-
main of a given task. The relations between the cues
and criterion that are learned with limited experience
may not generalize to future decisions. Second, many
decisions people take involve no feedback (Hogarth, in
press). Therefore, even broad experience may not trans-
late into expertise. And third, even if the validities have
been correctly learned, decision makers may be forced to
consult the most valid cues last. For example, the most
valid predictors may be the most expensive and have
higher search costs. Similarly, the decision maker may
not be able to control the order in which cues are con-
sulted. To include such (we believe, very realistic) situa-
tions of imperfect cue orderings in our analysis, we will
show analytically that the performance of CONF is
insensitive to cue orderings.

Accuracy in a binary choice

How accurate is the CONF model in binary choice?
To assess expected accuracy of CONF, consider choos-
ing between alternatives from a distribution character-
ized by four correlated random variables, one of which
is a criterion, Y, and the others—cues, X1, X2, and X3.
Assume that Y, X1, X2, and X3 are standardized normal
variables, i.e., N(0, 1). The correlations between the vari-
ables are denoted by the following parameters:

Y X 1 X 2

X 1 qy1

X 2 qy2 q12

X 3 qy3 q13 q23
3 It should be noted, however, that when dispersion of cue validities
is low, the inability to order cues correctly does not lead to serious
losses in the accuracy of TTB (Hogarth & Karelaia, in press).
Furthermore, assume that alternative A is preferred
over alternative B if ya > yb.4 Now, imagine that the
only information about A and B are the values that they
exhibit on X1, X2, and X3. Denote these specific values
by x1a, x2a, x3a and x1b, x2b, x3b, respectively. Without
loss of generality, assume that x1a > x1b. To see which
alternative is chosen by CONF, three cases should be
considered concerning relative values of A and B on
the second and third attributes.

Case 1. In the first case, A also exceeds B on the sec-
ond cue, i.e., x2a > x2b. Therefore, CONF chooses A.
Whether A is superior to B can be characterized by
the probability that Ya > Yb, given that x1a > x1b and
x2a > x2b. In other words, what is P{Ya > Yb|X1a =
x1a > X1b = x1b \ X2a = x2a > X2b = x2b}?

To answer this question, we represent Y as a function
of X1 and X2:

Y ¼ by1:2X 1 þ by2:1X 2 þ e; ð1Þ

where the multiple regression coefficients are calculated
using the coefficients of partial correlations: by1:2 ¼
qy1:2

ry.2

r1:2
and can be re-written as by1:2 ¼

qy1�qy2q12

1�q2
12

, for Y

and X�s are standardized variables, and by2:1 ¼
qy2�qy1q12

1�q2
12

(Ghiselli, Campbell, & Zedeck, 1981), e is a normally
distributed error term, independent of X1 and X2, with
mean of 0 and variance of r2

e ¼ 1� R2
y.12 (Ry.12 denotes

a coefficient of multiple correlation, i.e., the coefficient
of correlation between Y and the optimally weighted
composite of X). Since Y and X 0s are standardized vari-
ables, the variance of the error can be re-written as
r2

e ¼ 1� by1:2qy1 � by2:1qy2 (Ghiselli et al., 1981).
Using Eq. (1) to express Ya and Yb as functions of

X, the question of determining P{Ya > Yb|X1a =
x1a > X1b = x1b \ X2a = x2a > X2b = x2b} can be re-

framed as determining the probability that by1.2x1a +
by2.1x2a + ea > by1.2x1b + by2.1x2b + eb, or

Pfeb � ea < by1:2ðx1a � x1bÞ þ by2:1ðx2a � x2bÞg. ð2Þ

Assuming that ea and eb are independent of each
other, the difference (eb � ea) is also normally distributed
with mean of 0 and variance of 2(1�by1.2qy1 � by2.1qy2).
The properties of the normal distribution can therefore
be used to calculate (2):

P eb � ea < by1:2 x1a � x1bð Þ þ by2:1 x2a � x2bð Þ
� �

¼ P z <
by1:2 x1a � x1bð Þ þ by2:1 x2a � x2bð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

2 1� by1:2qy1 � by2:1qy2

� �q
8><
>:

9>=
>;

¼
Z z� 1ffiffiffiffiffiffip e�

z2

2 dz; ð3Þ
4 In what follows, we denote random variables by upper case letters,
e.g., Y and X, and specific values or realizations by lower case letter
letters, e.g., y and x. As an exception to this practice, we use lower case
Greek letters to denote random error variables, e.g., e.
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where z is a standardized normal variable, and

z� ¼
by1:2 x1a � x1bð Þ þ by2:1 x2a � x2bð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

2 1� by1:2qy1 � by2:1qy2

� �q . ð4Þ

Expressions (3) and (4) indicate that the probability
that CONF chooses the best alternative declines when
the level of redundancy of the environment—in this case
defined by the inter-cue correlation q12—increases since
both by1.2 and by2.1 are inversely related to q12.

Case 2. In the second case, A is smaller than B on the
second cue, i.e., x2a < x2b, but is greater on the last cue,
i.e., x3a > x3b. Therefore, CONF selects A. Whether A is
superior to B is characterized by the probability
that {Ya > Yb|X1a = x1a > X1b = x1b \ X2a = x2a < X2b =
x2b \ X3a = x3a > X3b = x3b}.

In this case, Y is represented by a function of X1, X2,
and X3:

Y ¼ by1:23X 1 þ by2:13X 2 þ by3:12X 3 þ e; ð5Þ

where5 by1:23 ¼ qy1:23
ry.23

r1:23
. The coefficients by2.13 and

by3.12 are found analogically. The standard deviation
of the error term is r2

e ¼ 1� R2
y.123 ¼ 1� by1:23qy1�

by2:13qy2 � by3:12qy3.
Following the same steps as before, we obtain the

probability that CONF makes the correct choice in this
case:

R z��

�1
1ffiffiffiffi
2p
p e�

z2

2 dz, with the upper limit of integration
given by:

z�� ¼
by1:23 x1a� x1bð Þþby2:13 x2a� x2bð Þþby3:12 x3a� x3bð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

2 1�by1:23qy1�by2:13qy2�by3:12qy3

� �q .

ð6Þ
Case 3. Finally, in the last case, A is smaller than B on

the both second and third cues, i.e., x2a < x2b and
x3a < x3b. Therefore, CONF chooses B. The probability
that B is the best of the two alternatives is given
by: P{Yb > Ya|X1a = x1a > X1b = x1b \ X2a = x2a < X2b =
x2b \ X3a = x3a < X3b = x3b} = 1�P{Ya > Yb|X1a = x1a >
X1b = x1b \ X2a = x2a < X2b = x2b \ X3a = x3a < X3b =
x3b}. In other words, in the third case, the probability of
correct choice is

1�
Z z��

�1

1ffiffiffiffiffiffi
2p
p e�

z2

2 dz; ð7Þ

with z** defined by (6).
5 The components of the formula for by1.23 are found through:

qy1:23 ¼
qy1:2�qy3:2q13:2ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1�q2

y3:2
Þð1�q2

13:2
Þ

p ; ry.23 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1� q2

y2Þð1� q2
y3:2Þ

q
;

r1:23 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1� q2

12Þð1� q2
13:2Þ

q
; qy1:2 ¼

qy1�qy2q12ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1�q2

y2
Þð1�q2

12
Þ

p ;

qy3:2 ¼
qy3�qy2q32ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1�q2

y2
Þð1�q2

32
Þ

p ; and q13:2 ¼ q13�q23q12ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1�q2

23
Þð1�q2

12
Þ

p (Ghiselli et al., 1981).
Information consulted

The CONF strategy resembles the majority of con-
firming dimensions (MCD) heuristic described by Russo
and Dosher (1983). The MCD strategy compares the
values of two alternatives on each attribute (or cue)
and chooses the alternative with a majority of better
attribute values. Both strategies ignore attribute weights
and consider only the direction of the attribute differenc-
es, not their magnitude. The difference between the strat-
egies lies in the amount of information necessary to
make a choice. Whereas MCD always processes all
information, the CONF model often makes choices
without considering all attributes. That is, CONF stops
when confirming evidence has been seen, and this may
happen before all attributes have been considered. The
sequential information acquisition and processing
makes CONF more descriptively plausible, especially
when there is a cost associated with each piece of
information.6

How often in three-cue environments does the CONF
strategy ignore the third cue, X3, and base the decision
on the first two cues, X1 and X2 ? CONF ignores X3 only
when one alternative is greater than the other on both
X1 and X2, i.e., either x1a > x1b and x2a > x2b or
x1b > x1a and x2b > x2a. It can be shown that the proba-
bility of this happening is given by:
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p e
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(A complete derivation appears in Appendix A.)
Fig. 1 illustrates how this probability increases as a
function of the correlation q12. When there is no
redundancy in the environment, i.e., when q12 � 0,
the probability is, of course, close to the chance level.
When redundancy increases, i.e., the right-hand side
of Fig. 1, the CONF strategy allows economizing on
cognitive resources compared to the MCD strategy.
Across all redundant environments that involve posi-
tively correlated cues, CONF uses two cues in 68%
of cases (see Table A.1). This is approximately the
same as when the correlation between the cues is 0.5.
On the other hand, when the cues are more and more
negatively correlated, i.e., the left-hand side of Fig. 1,
the probability of finding confirming evidence decreases
and the CONF strategy resembles the MCD strategy
more.
6 Interestingly, in all environments with binary cues, the CONF, EW,
and MCD models all make the same choices. However, as already
noted, CONF is more ‘‘frugal’’ in that it makes decisions without
necessarily processing all cues. Therefore, in environments with binary
cues, CONF is more efficient than EW and MCD.



Fig. 1. Probability that CONF ignores the last cue in three-cue
environments as a function of inter-cue redundancy q12.
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Overall accuracy

Above we considered probabilities associated with
particular observations, i.e., that A has a greater criterion
value than B given specific values of the cues. It is also
instructive to consider the overall expected accuracy of
CONF in a given environment. The overall expected accu-
racy is the sum of the expected accuracies for each of three
cases considered above weighted by the probabilities of
their occurrence. Additionally, the sum should be multi-
plied by two, to account for both cases when x1a > x1b

and x1b > x1a. That is, the overall expected accuracy of
CONF in three-cue environments is given by:

2P X 1a > X 1b \X 2a > X 2bf g
Z z�

�1
HðzÞ dz

þ 2P X 1a > X 1b \X 2a < X 2b \X 3a > X 3bf g
Z z��

�1
HðzÞ dz

þ 2P X 1a > X 1b \X 2a < X 2b \X 3a < X 3bf g

� 1�
Z z��

�1
HðzÞ dz

� �
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where HðzÞ ¼ 1ffiffiffiffi
2p
p e�

z2

2 , z* defined by (4) and z** defined
by (6). The probability of occurrence of the first case is
derived in the Appendix A and is given by expression
(8). The probabilities of occurrence of the other two
cases can be developed analogically. The resulting final
expression for the overall accuracy of CONF is:
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Importantly, this approach allows evaluating the per-
formance of CONF both when the cues are examined in
the order of their validities, i.e., qy1 > qy2 > qy3, and
when the cues are assessed in any other order.

Robustness to cue ordering

One drawback of the TTB model is that it assumes
that the most valid cue is identified as such. Otherwise,
its performance may suffer, especially in non-compensa-
tory environments. Successful learning of the structure
of environments—and thus the ability to order cues in
accordance with their validities—requires accurate and
timely feedback on decisions. Such feedback, however,
is often unavailable to decision makers (Hogarth, in
press). Moreover, the most valid information might
have higher associated costs and therefore may not be
assessed first. How sensitive is the performance of
CONF to incorrect cue ordering? In Appendix B, we
prove that in three-cue environments, CONF always
chooses the same alternative, regardless of the order in
which cues are accessed. The only characteristic of
CONF that varies with orderings is the number of cues
the strategy examines before making a decision. In envi-
ronments with k > 3 cues, CONF is still robust to any
error in ordering the cues as long as the number of con-
sistent cues it needs to make a decision is at least (k/
2 + 1) when k is even, and at least ((k � 1)/2 + 1) when
k is odd.

The illuminating robustness of CONF to errors in
ordering the cues makes it extremely appealing when
information is unstructured and/or costly. This finding
indicates that confirmation seeking in binary choice is
not merely a bias toward accumulating unnecessary evi-
dence but rather a robust strategy that hedges decision
makers against their lack of task-specific knowledge.
Simulated and analytical illustrations

We next illustrate the performance of the CONF
model in a series of simulated environments that involve
continuous cues. In particular, we compare CONF with
two heuristic models in terms of both accuracy of choice
and quantity of information consulted. We do so in two
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types of environments. In one—structured environ-
ments—models can learn differential cue validities
through experience, i.e., sampling. In the other—un-
structured environments—there is no control over the
order in which cue are accessed.

Models

In this paper, two heuristics are compared to CONF:
(1) a lexicographic strategy that considers only the most
important variable (single variable, or SV) and thus
examines less information than CONF, and (2) EW
that, on average, requires more information than
CONF, for it bases choice on both confirming and dis-
confirming cues. To set an upper bound for accuracy
of choice, we include a normative benchmark, a differen-
tial-weighting strategy—multiple regression (henceforth
MR). We stress that the normative model is not included
for explicitly demonstrating its superiority or inferiority
to heuristics or for making prescriptions. It is used for
illustrative purposes only. Finally, the lowest bench-
mark for the strategies is set by a naı̈ve DOMRAN
(henceforth DR) strategy (Hogarth & Karelaia, 2003)
that simply selects an alternative if it dominates the
other. If there is no dominance, choice is made at
random.

How do inter-cue redundancies affect these models?
Redundancy is incorporated implicitly in the regression
model since the regression coefficients take into account
the correlational structure of the independent variables.7

Redundant environments favor the DR strategy due to
the fact that more dominant (and thus dominated) alter-
natives are likely to be found. The performance of SV
does not depend on redundancy between predictors
but on the relative validity of the most important cue.
It is worth noting, however, that this strategy will do rel-
atively better than other strategies in more redundant
environments (given fixed predictive ability of the most
valid cue). This happens because the SV strategy disre-
gards less net information when subsequent cues are
more correlated with the first most valid cue. Intuitively,
the performance of CONF, similar to that of EW,
should be hurt by the presence of higher (positive) in-
ter-cue correlations. Simultaneously, more redundant
environments advantageously speed the decision making
process of CONF (as compared to EW). The question,
however, is how significant the loss of CONF accuracy
is in comparison with that of EW? We address this
and other questions in the simulated environments.
7 In the simplest case of two cues, R-squared, a measure of the
performance of MR, is a quadratic function of inter-cue correlation.
As a result, the effect of the correlation on R-squared can be in both
directions, as reflected in these simulations.
Environments

We report the simulation of several noisy environ-
ments with a criterion and three cues in which we as-
sessed the relative performance of the models. The
level of noise, or the extent to which the criterion value
is unpredictable from the cues, was varied across the
simulated environments. This was done manipulating
two factors: (1) predictability of the criterion on the ba-
sis of each cue, or cue validities, and (2) cue redundancy
as determined by inter-cue correlations.

As a result of manipulating the first factor, not only
the level of noise differed across different environments,
but also the dispersion of the predictive abilities of the
cues. The latter factor affects the relative performance
of SV and EW. SV performs better in a relative sense
in environments where the cue used by SV has a much
higher correlation with the criterion than other cues.

As for the second factor, redundancy in a given envi-
ronment can be augmented by increasing either the cor-
relation between the first and second cues or the extent
to which the third cue correlates with others. While in
the former case the expected speed of decision making
by the CONF strategy changes, the latter does not affect
the expected quantity of information CONF processes
before choosing.

Given the interdependent nature of these two factors,
a fully crossed factorial design is not possible. We thus
chose to generate a subset of theoretically motivated
environments that would illustrate the variety of rele-
vant conditions as much as possible. We assess and com-
pare the performance of the models in 32 simulated
environments grouped in four cases (with eight environ-
ments within each): A, B, C, and D. The parameters
were varied across and within the cases and are present-
ed in the upper part of Table 1. (To simplify the presen-
tation, we show only two limiting environments within
each case omitting intermediary environments.) Table
1 includes also the dispersion of cue validities (maximum
less minimum), average inter-cue correlation, correla-
tion between the criterion and a construct obtained by
averaging the values of all cue, and the value of
(1 � R2) for each environment. While the correlation
between the average construct and the criterion is a
key predictor of EW performance (Hogarth, 1978), the
value (1 � R2) is an estimate of overall uncertainty of
the environment and can be used to anticipate the
performance of MR.

Case A involves compensatory environments in
which the first cue, X1, is more important than either
of the two other cues (cue validities are 0.8, 0.6, and
0.4, respectively). Across these environments, we varied
(from 0.1 to 0.8) the correlation between the two most
valid cues. Case B is similar to Case A in how the corre-
lation between the two most valid cues was varied and
different in that it represents environments where all



Table 1
Simulated environments: parameters and some results

Case A Case B Case C Case D

Explicitly manipulated parameters:
corr(Y, X1) 0.8 0.6 0.8 0.6
corr(Y, X2) 0.6 0.6 0.6 0.4
corr(Y, X3) 0.4 0.6 0.4 0.2
corr(X1, X2) 0.1 . . . 0.8 0.1 . . . 0.8 0.1 . . . 0.8 �0.4 . . . 0.8

corr(X1, X3) 0.1 0.1 0.1 . . . 0.8 0.1
corr(X2, X3) 0.1 0.1 0.1 . . . 0.8 0.1

Second order parameters (affected by the manipulation):
corr(Y, Xi): max – min 0.4 0 0.4 0.4
Average corr (Xi, Xj) 0.1 . . . 0.3 0.1 . . . 0.3 0.1 . . . 0.8 �0.1 . . . 0.3
corr(Y, X ) 0.9 . . . 0.8 0.9 . . . 0.8 0.9 . . . 0.6 0.8 . . . 0.5
1�R2 0.0 . . . 0.2 0.1 . . . 0.3 0.0 . . . 0.4 0.1 . . . 0.5

Recognized orderings, %

123 89 . . . 98 50 . . . 51 89 . . . 98 80 . . . 96
132 10 . . . 2 17 . . . 20 10 . . . 2 16 . . . 4
213 1 . . . — 33 . . . 29 1 . . . — 5 . . . 1
312 — . . . — — . . . — — . . . — — . . . —
231 — . . . — — . . . — — . . . — — . . . —
321 — . . . — — . . . — — . . . — — . . . —

CONF stops at the 2nd cue, % choices:

54 . . . 80 55 . . . 75 53 . . . 80 38 . . . 78

Note: 1. Bold figures indicate the parameters explicitly varied within cases. 2. Inter-cue correlations are denoted here by corr(Xi, Xj), for i „ j, i ¼ 1; 3,
and j ¼ 1; 3.
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cues have equal predictive validity (0.6). Case C is simi-
lar to Case A in that it includes compensatory environ-
ments with the same cue validities (0.8, 0.6, and 0.4).
The difference is that Case C contains more noise since
we varied all inter-cues correlations within the case
(from 0.1 to 0.8). And finally, compared to Cases A
and C, Case D contains less compensatory environments
with lower cue validities (0.6, 0.4, 0.2).8 Moreover, in
Case D, the correlation between the two most valid cues
was varied from a negative 0.4 to positive 0.8, to illus-
trate the effect of negative inter-cue correlations.

Structured environments: Procedure and results

Within the four cases, each of the datasets with un-
ique values of parameters was generated 10,000 times
and each time the following four steps were involved
in the procedure.

1. Four jointly distributed continuous normal random
variables (N = 40) were generated each with a mean
of zero and a standard deviation of one. One of the
variables was the criterion variable (Y) and the other
three were the cues (X1, X2, and X3).

2. Half of the observations (i.e., 20) were sampled from
each dataset at random without replacement thereby
creating ‘‘fitting’’ and ‘‘holdout’’ samples.
8 These are actually weakly non-compensatory environments, since
the validity of X1 is equal to the sum of the validities of X2 and X3.
3. The fitting sample was used to: (a) determine the coef-
ficients for the MR model, and (b) let SV and CONF
learn the cue-criterion correlations and order the cues
accordingly.

4. Two observations were randomly selected from the
holdout sample. The outcome of all models (CONF,
SV, EW, MR, and DR) was determined for the pair
and then characterized as ‘‘correct’’ or ‘‘incorrect’’
based on the criterion values (i.e., Y) of the alterna-
tives. Note, that for SV, CONF, and MR the param-
eters estimated from the fitting sample were used to
determine the models performance in the holdout
sample.

Finally, the accuracies of the models were averaged
across the 10,000 runs.

In the lower panel of Table 1, we show that the
learning of cue orderings was very successful in the fit-
ting samples. In the left-most column, we list all possi-
ble ordering of the cues, e.g., ‘‘213’’ stands for the
ordering where the first most valid cue is incorrectly
put in second place, while the second most valid cue
is consulted first. Note first that in environments with
equally valid cues (Case B), learning seems to be poor.
However, in such environments, any sampling error is
meaningless, precisely because all cues have equal
validity. A second important observation is that in less
compensatory environments (Cases A, C, and D), all
cues are ordered correctly in 80–98% of trials. The
chance of the successful learning grows as inter-cue
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correlation increase (i.e., from left to right within each
case). Most sampling errors in these environments are
limited to the order ‘‘132’’, i.e., to placing the second
most valid cue erroneously in the last place, while cor-
rectly placing the most important cue. Therefore, the
first most valid cue was almost always recognized as
such, i.e., in 95–99% of trials.

The lowest part of Table 1 presents the percentage of
pair-wise comparisons where CONF made a decision
after considering only two cues: X1 and X2 (vs. consider-
ing all three cues). These numbers are the empirical re-
sults from the simulated environments and coincide
exactly with the theoretical expectations for intercorrela-
tion levels (Table A.1). We draw attention to how the
quantity of information that CONF requires to make
a decision decreases when redundancy in a given envi-
ronment increases. When redundancy is small (i.e., first
columns of Cases A, B and C), CONF uses two of three
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Fig. 2. Strategies performance (% correct predictions) in selected
cues in roughly half of the choices. When redundancy is
substantial (i.e., last columns of the Cases), two of three
cues are used in 75–80% of choices.

Fig. 2 depicts the percentage of correct predictions
made by the three heuristic models (SV, CONF, and
EW), the normative MR model, and the naive bench-
mark DR in the different simulated environments. The
heuristic models are emphasized with bolder lines, while
the two benchmarks—the normative and the naı̈ve—
correspond to the upper and lower bounds.

There are several general observations to be made
from Fig. 2. First, the naı̈ve lower bound DR marks
the minimum percentage correct of about 60–70 across
all environments. This model slightly improves its per-
formance when inter-cue correlations increase (from
left to right in panels A, B, C). Second, the normative
upper bound MR does not always perform better than
the heuristics models. For example, in environments
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structured environments (conditions specified in Table 1).
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with equally valid cues (Case B), it is outperformed by
EW. (This phenomenon is, of course, not new and has
been described by many researchers—e.g., Dana &
Dawes (2004).) Third, the heuristic models lag behind
the normative benchmark most in environments with
negative inter-cue correlations (left part of Case D).

We next compare the performance of different heu-
ristics. First, the performance of CONF is close or
identical to that of EW when inter-cue correlations
are high (right part of all panels) and never falls more
than 8% behind that of EW otherwise. Second, CONF
outperforms SV in environments with equal cue valid-
ities (Case B) and in less compensatory environments
with low inter-cue correlations (left part of Cases A
and C). Third, the performance of EW and CONF
decreases when the inter-cue correlations increase
(from left to right in all panels). The drop of CONF�s
performance is, however, less pronounced than that of
EW. In particular, within Case A, CONF�s perfor-
mance decreases by 6% while EW loses 10%. The per-
formance of EW and CONF gradually deteriorates
more in Case C than in Case A, since Case C involves
environments with higher average inter-cue correlations
and, therefore, more noise. CONF, however, is again
more robust to higher inter-correlations than EW: it
loses 11 vs. 17% of EW�s loss. Not surprisingly, SV
Table 2
Performance of SV and CONF in selected unstructured environments (cond

Case A

Performance of the strategies, % correct predictions

SV 123 80 80 80 80 80 80 80 80

132 80 80 80 80 80 80 80 80

213 70 70 70 70 70 70 70 70
312 63 63 63 63 63 63 63 63
231 70 70 70 70 70 70 70 70
321 63 63 63 63 63 63 63 63

Average 71 71 71 71 71 71 71 71

CONF

123 83 82 82 81 80 79 79 78
132 83 82 82 81 80 79 79 78
213 83 82 82 81 80 79 79 78

312 83 82 82 81 80 79 79 78

231 83 82 82 81 80 79 79 78

321 83 82 82 81 80 79 79 78

Average 83 82 82 81 80 79 79 78

EW 90 87 86 83 84 81 81 80

CONF stops at the 2nd cue, % choices

123 53 56 60 63 67 70 75 79
132 53 53 53 53 53 53 53 53
213 53 56 60 63 67 70 75 79
312 53 53 53 53 53 53 53 53
231 53 53 53 53 53 53 53 53
321 53 53 53 53 53 53 53 53

Note: 1. The performance of CONF and SV is found through analytical form
Karelaia (2005). 2. Bold figures indicate the best performance between SV a
performs on the same level in both Case A and C—it
makes about 80% of correct choices (recall that the
first cue has the same validity in these cases).

To summarize, CONF uses fewer cues but has the
same or slightly lower accuracy as EW when there is sig-
nificant redundancy between cues. When inter-cue
redundancy is small, CONF outperforms SV. When
redundancy is large, SV does better than CONF, but
only if the most valid cue conveys enough information
(Cases A and C vs. Case B). On average, the perfor-
mance of CONF is less sensitive to larger redundancy
than EW. Overall, across the structured environments
we examined, CONF seems to be a good strategy that
balances the relative advantages and disadvantages of
SV and EW, i.e., quantity of information consulted
and accuracy of choice.

Unstructured environments: Procedure and results

Only one heuristic in our simulation, SV, is sensitive to
errors in cue sampling. EW always consults and weights
all cues indiscriminately and, as shown in Appendix B,
the performance of CONF is insensitive to cue ordering.

We use the analytical expressions for the accuracy of
CONF and the quantity of information it consults to
illustrate the effect of sampling errors. The analogous
itions specified in Table 1)

Case D Average

70 70 70 70 70 70 70 70 75
70 70 70 70 70 70 70 70 75
63 63 63 63 63 63 63 63 67
56 56 56 56 56 56 56 56 60
63 63 63 63 63 63 63 63 67
56 56 56 56 56 56 56 56 60

63 63 63 63 63 63 63 63 67

70 70 70 69 69 69 68 68 75
70 70 70 69 69 69 68 68 75
70 70 70 69 69 69 68 68 75
70 70 70 69 69 69 68 68 75
70 70 70 69 69 69 68 68 75
70 70 70 69 69 69 68 68 75

70 70 70 69 69 69 68 68 75

78 76 75 72 71 70 68 68 78

35 39 44 50 56 63 70 79 60
53 53 53 53 53 53 53 53 53
35 39 44 50 56 63 70 79 60
53 53 53 53 53 53 53 53 53
53 53 53 53 53 53 53 53 53
53 53 53 53 53 53 53 53 53

ulas. For details on the analytical expression for SV see Hogarth and
nd CONF.
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expression for the accuracy of SV (Hogarth & Karelaia,
2005) is used to assess the performance of SV under dif-
ferent orderings in our environments.9 For each envi-
ronment in the four cases presented above, we applied
the analytical formulas for all possible cue orderings.
The overall result is that in less compensatory environ-
ments (Cases A, C, and D), SV performs better than
CONF only when the most valid cue is accessed first.
In the environments with equally valid cues (Case B),
the performance of SV does not (of course!) depend
on sampling errors and is always below that of CONF.

We present the results of these calculations for the
less compensatory Cases A and D in Table 2. In addi-
tion to information on CONF and SV, Table 2 contains
the performance data of EW, taken from the simula-
tions. Each column represents a different decision envi-
ronment. Each line shows the results for a different
cue ordering. The orderings appear in the left-most col-
umn of the table. The better performance between SV
and CONF for each combination of environment and
ordering is shown in bold figures.

Consistent with our theoretical analysis (Appendix
B), varying the order of cues does not affect the perfor-
mance of CONF: all lines of percentage correct predic-
tions made by CONF contain the same figures. As for
SV, from the correct order ‘‘123’’ to the worst order
‘‘321’’, its performance decreases from 80 to 63% in
Case A (where the validities are 0.8, 0.6, and 0.4), and
from 70% to an almost random level of 56% in Case
D (validities of 0.6, 0.4, and 0.2). Bold figures of the best
performer outline the wide region where CONF is the
winner and the narrow region where SV dominates
CONF. The latter occurs only when the most valid
cue (1) has a relatively high predictive value in compar-
ison with two other cues (Case D vs. Case A), and (2) is
accessed first by the models.

Table 2 also presents the average performance of the
models across different orders for each environment.
These figures correspond to models� performance under
random ordering of the cues. As can be seen, under such
ordering, CONF outperforms SV in all environments
(by 5–12%).

Finally, the lowest panel of Table 2 contains the re-
sults on how often CONF consults two of three cues un-
der different cue orderings. Averaging the data for the
environments presented in the table (on the right),
CONF consults two of three cues in 53–60% of choices
across different orderings. On a more general level, the
variability in the number of cues that CONF consults
in a given environment depends on the inter-cue correla-
tion structure (see Appendix A).
9 The overall accuracy of SV in a given environment is found as
(Hogarth & Karelaia, 2005):
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Discussion

Findings

In this paper, we model confirmation seeking
behavior in multi-cue/multi-attribute choice that was
documented in the previous literature. We present a heu-
ristic strategy CONF that consults several cues sequen-
tially in a search for evidence confirming initial
judgments and, in doing so, closely reflects documented
behavior. As such, our goal is descriptive rather than
prescriptive.

One characteristic of decision environments we focus
on is inter-cue correlations, or redundancies. Descriptive
research has documented human limitations in treating
informational inter-dependencies in a normative manner
in many tasks. Moreover, decision makers often act as
though they preferred overlapping evidence. While such
behavior can justifiably be criticized from a normative
viewpoint, in this paper we compared the performance
of a decision heuristic that looks for confirming evi-
dence—even if this overlaps with previously seen evi-
dence—to that of other heuristics.

Apart from describing ‘‘the thirst for confirming
redundancy’’ in choice (Bruner et al., 1956), the CONF
strategy may also successfully capture possible comple-
mentarities between attributes of alternatives. For exam-
ple, in job search, both the possibility of career growth
and geographic location may constitute the necessary
complementary requirements for a candidate to accept
a given job. Thus, in these circumstances, searching
for evidence confirming the superiority of one alterna-
tive over the other adds to the quality of decisions.

The CONF strategy has at least three advantages
that, while being unrelated to the quality of choice,
are potentially appealing to decision makers. First,
choice can be made without assessing all available
information. This is especially true in environments
with highly inter-dependent cues and is especially
important when each piece of evidence bears a cost.
Second, the strategy does not require making trade-
offs. On the contrary, consistency between cues is a cri-
terion for choice. Third, decision makers can feel more
confident in their decisions using this strategy than
when using a strategy that considers only the most
important cue.

On a theoretical level, we analyse three facets of the
performance of CONF in binary choice when cues are
continuous variables: (1) accuracy of choice, (2) quanti-
ty of information the strategy consults, and (3) effect of
errors in cue sampling. We further compare the perfor-
mance of CONF with the performance of a simple strat-
egy, equal-weighting, that uses all available information
(confirming and disconfirming), and a heuristic that
does not consider any additional evidence, the lexico-
graphic single-variable model.
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The most striking result is the robustness of CONF to
errors in cue sampling. We show that in three-cue environ-
ments, the accuracy of CONF does not depend on the or-
der in which cues are consulted, i.e., random and ordered
search of cues produce the same outcomes. The result also
holds in environments with more than three cues if the re-
quired number of confirming cues to be accumulated is
not low relative to the number of available cues. The
robustness of CONF makes it especially powerful given
possible difficulties in assessing relative cue validities
(see also Bruner et al., 1956). Therefore, confirmation
seeking in multi-attribute decision making is not only a
simple and fast rule, but also a robust ‘‘ignorance’’ strat-
egy that hedges the bets of the decision maker who knows
that she might not know.

In terms of accuracy of choice, the ‘‘confirming-bi-
ased’’ strategy seems quite effective on average. In partic-
ular, it may outperform a strategy that bases its choices
only on the most valid cue (SV) when the latter is recog-
nized as such, and always does so when ‘‘the best cue’’ is
not the first consulted. Moreover, it may perform almost
as well as a strategy that assigns equal weights to all attri-
butes (EW) while making choices quicker than the latter.
The loss in performance of CONF relative to EW never
falls below 8% across the environments that we use to
illustrate our theoretical intuitions. This is a fairly low
price to pay in terms of performance loss for the proced-
urial utility (Le Menestrel, 2001) that people seem to de-
rive from confirming information in the form of gains in
feelings of confidence. The strategy of looking for con-
firming cues is especially successful when cue validities
are equally spread, the most important cues are not highly
predictive or inter-cue correlations are large. Moreover,
the confirmation-seeking strategy is less sensitive to
increases in inter-cue correlation than EW. Overall,
CONF is a good choice for the decision maker who binds
herself to the use of only one strategy in different
environments.

The relatively good performance of CONF across
various environments with and without prior knowledge
of the environments suggests a new view-point on bound-
ed rationality. One definition of bounded rationality—
ecological rationality—involves selecting from ‘‘the
tool-box’’ a heuristic that is appropriate for a given envi-
ronment (Gigerenzer et al., 1999). However, appropriate
selection may be impossible if the decision maker lacks
knowledge of the environment in which she currently
operates. When knowledge about decision environments
is limited, the key to good decisions lies in applying a
strategy that is good, on average, across different
environments.

Generalizations and further research

How do the findings of this paper generalize to more
complex decision environments? There are two main
limitations of this study. First, we considered only
three-cue environments (with an exception in Appendix
B). Second (related to the first limitation), in our formu-
lation CONF requires only two pieces of consistent evi-
dence to take a decision.

It is reasonable to restrict the theoretical analysis to
the simple case of three cues, since humans are limited
in their capacity to attend to information. However,
how would an analogous decision strategy work in
four-cue and higher order environments? A strategy that
requires only two consistent cues will never go beyond
three cues since these are sufficient to accumulate two
piece of evidence favoring either of two alternatives.
Although further research is needed to specify how well
the CONF strategy would do in environments with four
and more cues, our intuition is that the absolute perfor-
mance of CONF will deteriorate because it will ignore
more relevant information than it does in three-cue envi-
ronments. This would be especially true for more com-
pensatory environments. However, in a relative sense,
CONF will still balance the advantages and disadvan-
tages of SV that ignores more relevant information than
CONF and EW that puts too much effort on considering
all available information regardless of its validity. Addi-
tionally, in larger, less compensatory environments, a
strategy that requires only two consistent pieces will lose
its robustness to errors in cue sampling. On the other
hand, it is also true that SV will be more sensitive than
CONF to such errors in large environments with a high
dispersion of cue validities.

We have focused on the simplest version of the CONF
model that requires only two pieces of consistent evi-
dence. Intuitively, the required stock of accumulated
consistent evidence for making choice might vary from
individual to individual and one situation to another.
How would the results of the CONF strategy change if
the required minimum of accumulated evidence in-
creased? First, the intuition is that if more consistent cues
were needed before choice is made, the CONF strategy
would be closer to EW in terms of both performance
and quantity of information consulted, especially in envi-
ronments with low or negative intercorrelations between
cues. Second, with a higher minimum of accumulated
evidence, CONF would be more robust to errors in cue
sampling. As we show in Appendix B, CONF is insensi-
tive to such errors when the minimum required number
of accumulated consistent cues surpasses a ‘‘critical num-
ber’’ that is close to half of the total number of cues.

More challenging for anticipating the behavior of
CONF-like strategies are cases where the cues, both
their identity and number, are not necessarily known
in advance. It would be illuminating to explore how
CONF-like strategies would perform when used in the
search of cues in such cases. The first intuition is that
CONF then guarantees that cues that cluster together
are selected. Whether or not the space of cues is covered
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well will depend on the relative predictive value of these
cues. On the other hand, in the presence of important
complementarities between cues/attributes (as discussed
above) searching clustering cues may be a valid strategy.
Addressing these issues on both theoretical and experi-
mental levels is a promising direction for further
research.

A future research agenda for confirmation-seeking in
choice is rich, and is not limited to the behavior of CONF
in more complex environments. For example, one could
study situations where the decision maker is unsatisfied
with the simple superiority of one alternative over the
other on relevant cues and may seek cues confirming that
one alternative is sufficiently superior over the other on
each dimension. These situations can be addressed intro-
ducing a threshold in CONF-like models and studying
how this affects the performance of such strategies. On
the experimental side, there are many possibilities. For
example, it would be illuminating to figure out how exter-
nal (environmental) and internal (decision maker-relat-
ed, e.g., experience, expertise) factors determine the
quantity of consistent evidence people seek in choice.

Concluding remarks

The results of this research should be seen in the light of
a more general question of what guides people in making
decisions. Is it decision accuracy? The accuracy of deci-
sions, however, can only be assessed if unbiased feedback
is available to decision makers. When environments do
not allow people to learn about the effectiveness of past
decisions, future decisions are likely to be based on subjec-
tive feelings of appropriateness (Hogarth, in press). The
quantity of relevant, consistent information available
may well be one factor that determines feelings of appro-
priateness. This paper shows that accumulating consis-
tent evidence in choice does not necessarily imply poor
decisions. Such a decision strategy simultaneously hedges
the decision maker against the high cost of information,
against being overwhelmed by the necessity of trading-
off contradictory information, and against the risk of
selecting an inappropriate heuristic from ‘‘the tool-box’’
when lacking task-specific knowledge. Bounded rational-
ity may therefore not mean to adapt decision strategies to
any new situation, but to follow a ‘‘satisficing’’ strategy
that is robust across different situations.
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Appendix A. Probability that CONF ignores the last cue

in three-cue environments

Assume choice has to be made between two alterna-
tives, A and B. Denote the values of these alternatives
on the first and second cues by x1a, x1b, and x2a, x2b,
respectively. We assume that cues X1 and X2 both follow
normal distributions N(0,1) and denote the coefficient of
correlation between them by q12. The CONF strategy
stops after the second cue and chooses alternative A if
x1a > x1b and x2a > x2b. In the case both first and second
cues indicate superiority of B, i.e., x1a < x1b and
x2a < x2b, the alternative B is chosen, and the third cue
is ignored. Therefore, the probability that within a given
population of alternatives, CONF stops after consider-
ing the first two cues is given by:

PfðX 1a > X 1b \ X 2a > X 2bÞ [ ðX 1a < X 1b \ X 2a < X 2bÞg.
ðA:1Þ

We first derive the explicit expression for the first part of
expression (A.1), i.e., P{X1a > X1b \ X2a > X2b} =
P{(X1a � X1b > 0) \ (X2a � X2b > 0)}. To determine this
probability, we use the fact that the differences X1a � X1b

and X2a � X2b are also normal variables, N(0, 2). More-
over, they are jointly distributed with a coefficient of
correlation equal to q12 (we exploit the fact that Xia and
Xib are independent, i ¼ 1; 2):

q¼ r ðX 1a�X 1bÞ;ðX 2a�X 2bÞ½ �ffiffiffi
2
p ffiffiffi

2
p ¼ q12�0�0þq12

2
¼ q12.

The properties of the bivariate normal distribution
are used to find the probability

PfðX 1a � X 1b > 0Þ \ ðX 2a � X 2b > 0Þg

¼
Z 1

0

Z 1

0

F ðd1; d2Þdd1dd2; ðA:2Þ

where F ðd1; d2Þ ¼ jM
�1
F j

1=2

2p e�
1
2d 0M�1

F d with d ¼ d1

d2

� �
; and

MF ¼
2 2q12

2q12 2

� �
. Simplified, this gives:

F ðd1; d2Þ ¼
1

4p
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� q2

12

p e
�

d2
1
þd2

2
�2q12d1d2

4ð1�q2
12
Þ . ðA:3Þ

Following the same steps, one can show that the sec-
ond part of the probability expression (A.1) can be re-
expressed to the same form as the first part, i.e.:

PfX 1a < X 1b \ X 2a < X 2bg ¼
Z 1

0

Z 1

0

F ðd1; d2Þdd1dd2.

ðA:4Þ



Table B.1
Configurations of cues and CONF�s decision in three-cue
environments

Cues X1 X2 X3 CONF
chooses

Number of cues
CONF consults

Configuration 1 a a a A 2
2 a a b A 2
3 a b a A 3
4 b a a A 3
5 b b b B 2
6 b b a B 2
7 b a b B 3
8 a b b B 3

Configuration 2 detailed for different cue orders
Cue orders 123 a a b A 2

132 a b a A 3
213 a a b A 2
231 a b a A 3
312 b a b A 3
321 b a a A 3

Note: Entries in bold indicate the alternative favored by each cue.

Table A.1
Probability that CONF ignores the last cue in three-cue environments

Intercorrelation of the
first two cues, q12

P {CONF stops at the
2nd cue}

�0.99 0.05
�0.95 0.10
�0.90 0.14
�0.80 0.20
�0.70 0.25
�0.60 0.30
�0.50 0.33
�0.40 0.37
�0.30 0.40
�0.20 0.44
�0.10 0.47

0.00 0.50
0.10 0.53
0.20 0.56
0.30 0.60
0.40 0.63
0.50 0.67
0.60 0.70
0.70 0.75
0.80 0.80
0.90 0.86
0.95 0.90
0.99 0.95

Average probability across q12 = 0.00–0.99 0.68
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Therefore, the final expression for the target proba-
bility (A.1) is:

PfðX 1a > X 1b \ X 2a > X 2bÞ [ ðX 1a < X 1b \ X 2a < X 2bÞg

¼ 2

Z 1

0

Z 1

0

F ðd1; d2Þdd1dd2 ðA:5Þ

with F(d1,d2) defined by (A.3).
Thus, expression (A.5) can be used to find the exact

probability that the CONF decision model will stop
after processing the two most valid cues of any environ-
ment with known redundancy of the second cue as mea-
sured by its correlation with the first most valid cue, q12.
Table A.1 illustrates how redundancy and the quantity
of information that CONF processes before choice is
made are related.
Appendix B. Robustness of CONF to order in which cues

are consulted

In three-cue environments, there are 8 possible
configurations depending on what alternative, A or B,
is favored by each cue (Table B.1, upper part). Configu-
rations 1 and 5 involve dominance and therefore the
order in which cues are consulted is irrelevant in these.
The effect of cue ordering on CONF�s decisions for con-
figuration 2 is detailed in the lower part of Table B.1. It
can be seen that under all possible cue orderings, CONF
selects A. What differs is the number of cues that CONF
consults to make a decision. Analogical analyses of
Cases 3, 4 and 6–8 lead to the same conclusion.

Generally, in environments with k > 3 cues, CONF
selects the same alternative under any order if the num-
ber of consistent cues the rule needs to make a decision
is at least (k/2 + 1) when k is even, and at least ((k � 1)/
2 + 1) when k is odd.
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