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 Inferences with an Unknown Noise Level

 in a Bernoulli Process

 Anil Gaba
 INSEAD, Boulevard de Constance, 77305 Fontainebleau, France

 I nferences about a proportion p are often based on data generated from dichotomous processes,

 which are generally modeled as processes that are Bernoulli in p. In reality, the assumption

 that a data-generating process is Bernoulli in p is often violated due to the presence of noise.

 The level of noise is usually unknown and, furthermore, dependent on the unknown proportion

 in which one is interested. A specific model which takes into account the existence of noise is

 developed. Any arguments about p based exclusively on a likelihood analysis can lead to dif-

 ficulties. A Bayesian approach is used, which also helps us to formalize a priori dependence

 between the proportion and the noise level. Empirical data are used to illustrate the model and

 provide some flavor of the implications of our uncertainty about the noise for inferences about

 a proportion.

 (Dichotomous Data; Noise; Bayesian Inference)

 1. Introduction
 Data are often generated from a dichotomous process

 to obtain inferences about a proportion p. The data-

 generating process is then almost always modeled as a

 process that is Bernoulli in p. However, the assumption

 that the data-generating process is Bernoulli in p is often

 violated due to the presence of noise. The level of noise

 in the process is usually unknown and may also be de-

 pendent on the unknown proportion in which one is
 interested.

 An illustrative example involves incorrect responses

 to dichotomous survey questions regarding sensitive is-

 sues such as drug usage, criminal activities, or any other

 socially undesirable or personal characteristic (see, for

 example, Sudman and Bradburn 1974). Also, the level

 of response bias usually varies with different issues and

 populations (Sudman and Bradburn 1974). Attempts

 to suppress the response bias in surveys by using tech-

 niques such as a randomized response procedure, in

 which noise is intentionally introduced and is therefore

 known and carefully controlled, are not always suc-

 cessful (see, for example, Locander et al. 1976). Such

 response biases in a survey are not limited to threatening

 questions. An empirical study by Wind and Lerner

 (1979) provides examples where purchase-behavior as

 measured from the survey method can be highly in-

 accurate. Still more examples of imperfect sample in-

 formation may include observations of good and de-

 fective items in a quality control setting with an imper-

 fect inspection device, or positive and negative results

 in a medical test with the possibility of false results.

 Noise may also be present due to errors in recording,

 coding, and mishandling the data.

 In this paper, a model is developed that accounts not

 only for an unknown level of noise in a Bernoulli process

 but also for dependence between the level of noise and

 the underlying proportion of interest. The noise param-

 eter is treated as a probability of misclassifying an ob-

 servation generated from a simple Bernoulli process,

 and this unknown misclassification probability is con-

 sidered to be a priori dependent on the proportion of
 interest.

 Dependence between two or more proportions arises

 in many settings. In principle, the approach which is

 used for developing a model in this paper is also valid

 for modeling different forms of dependence that may

 exist between two or more proportions in a setting other

 than a noisy Bernoulli process.
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 Inferences with an Unknown Noise Level

 Inferences from a noisy Bernoulli process under the

 assumption that the noise parameters are known are

 studied in Winkler and Franklin (1979) and in Winkler

 (1985). The results of likelihood and Bayesian analyses

 indicate that the noise can have considerable impact on

 inferences made about the Bernoulli parameter. In a

 Bayesian analysis, the reduction in effective sample size

 leads to more weight being given to the prior distri-

 bution. In Winkler (1985), loss of information is studied

 also in the context of a normal model with dependent

 observations. It is shown that dependence can have

 considerable impact on effective information. A Ber-

 noulli process with an unknown noise level is discussed

 in Winkler and Gaba (1990) and in Gaba and Winkler

 (1992). It is shown that the posterior density for p can

 be substantially different from that obtained under a

 noise-free approach. The noise parameter, however, is

 considered to be a priori independent of the proportion.

 Dependence among proportions has been discussed

 in several studies based on Dirichlet prior distributions

 (see, for example, Novick and Grizzle 1965). Good

 (1967) proposed a generalized version of a Dirichlet

 distribution, but for the specific purpose of developing

 a Bayesian significance test for a multinomial distribu-

 tion. Another form of generalized Dirichlet density has

 been considered, for example, in Lochner (1975), based

 on an intuitive derivation of the prior density in life-

 testing situations.

 The remainder of this paper is organized as follows.

 In ?2, a model is developed for a noisy Bernoulli process.
 The model includes a rich class of prior distributions

 for the proportion and the noise parameter. In ?3, the
 model is illustrated in the context of actual data from

 an NBER survey. A brief summary and discussion fol-

 lows in ?4.

 2. Model
 Consider a large population in which each member be-

 longs to either Group A or Group B, but not to both.

 Let p denote the proportion of the population in Group

 A. A random sample of size n is drawn from the pop-

 ulation, and each member of the sample is classified as

 being in Group A or in Group B. Let r be the number

 of members in the sample who are classified as being

 in Group A.

 If the classification is perfect, the process observed is

 Bernoulli in p. The maximum likelihood estimator for

 p is then the sample proportion, and a conjugate Bayes-

 ian analysis involves beta prior and posterior distribu-

 tions.

 Now suppose the classification is imperfect. Let X be

 the probability that a member of the sample who ac-

 tually belongs to Group A is misclassified as being in

 Group B. The other misclassification probability, which

 is the probability that a member of the sample who

 actually belongs to Group B is incorrectly classified as

 being in Group A, is assumed to be 0. Such represen-

 tation is reasonable for some applications. Consider a

 survey in which each respondent answers "Yes" or

 "No" to a question, "Do you belong to Group A?,"

 where being in Group A is a sensitive issue or is socially

 undesirable. Typically, in such cases, one would expect

 the probability that an individual who is actually in

 Group B would say that he /she belongs to Group A to

 be negligible.

 Let xi = 1 if the ith member of the sample is classified
 as being in Group A and xi = 0 if classified as being in
 Group B. Then the process we actually observe is not

 Bernoulli in p. but is Bernoulli in q, where

 9-P (xi = llp, X) = p(l -A 1

 The likelihood of the sample is thus of the form

 k(rln, p, X) = qr(l q q)n-r

 = [p(l - X)]r[pX + (1 - p)]n-r. (2)
 By expanding the terms in (2),

 k(rln, p, X)

 - (f p )Pt(1 -p)tXnr(r - x). (3)
 t=Ot

 In (3), t can be interpreted as the number of correct

 Group B classifications in the sample (or n - r - t as

 the number of Group A members in the sample who

 are incorrectly classified as being in Group B). Since we

 do not know t the likelihood is expressed as a mixture

 of the n - r + 1 likelihoods that could arise with each

 possible number of misclassifications in the sample.

 The likelihood function is partitioned into equivalence

 classes, each of which contain more than one (p, X)

 pair. These (p, X) pairs have identical likelihoods. For
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 Inferences with an Unknown Noise Level

 example, the maximum likelihood is attained not at a

 unique point, but at all points (p, X) such that [p(l
 - X)] = r/n. Usually one would expect to have some

 prior judgments regarding p and X, which formalized

 in a Bayesian analysis may provide information that

 can make it possible to discriminate among (p, X) pairs

 with identical likelihoods. For instance, (p, X) = (0.1,
 0.2) might be considered much more reasonable than

 (p, X) = (0.8, 0.9), although both would have identical
 likelihoods for any given sample. Besides a priori beliefs

 about the realistic levels of p and the "lying" rate, the

 expectation of the "lying" rate conditional on p might

 be higher for a lower value of p, and the uncertainty
 surrounding the level of "lying" might also be greater

 for lower values of p; it seems reasonable, for instance,

 that individuals feel less threatened or less socially out-

 cast when they are part of a larger group. The appro-

 priate approach, then, is to model such dependence in

 the prior distribution for p and X.

 The joint prior density for p and X can be expressed

 in the form

 f(P, X) = f()f (X I P) (4)

 A beta distribution can usually provide a reasonable

 approximation for a wide variety of prior information

 regarding a proportion, and it is conjugate with respect

 to a Bernoulli process. The marginal prior distribution

 for p is considered to be beta with parameters a and A:

 f(p) = pa-1(1 - p)1`/B(a, /), (5)

 where B (a, A3) = P(a)Fr(j)/r(a + /3), with a > 0 and
 ,B> 0. Further, the noise parameter is modeled as

 X = cg(p), (6)

 where 0 < X < 1; g(p) is a nonincreasing (linear or

 nonlinear) function of p such that 0 < g(p) < 1, with

 g(0) = 1 (note that g is not a probability density func-

 tion); c is a random variable in [0, 1]. The uncertainty

 regarding c is represented by a beta distribution with

 parameters ac and /3c:

 f (c) = Cac-l(1 - C)3c-1/B(ac, fc). (7)

 From (6) and (7), it follows that the conditional distri-

 bution for X/g(p) given p is beta with parameters ac
 and 3c. Hence, conditional on p, X has a beta distribution
 rescaled to the interval [0, g(p)]. If g(p) = 0, this rescaled

 beta distribution becomes a degenerate dirac distribution

 at zero, that isP(X = OIp) = 1.
 The joint density for p and X can now be expressed

 by

 ) B(a, f)B(a ,) P (1-p,-

 r xl'ac-lr -111

 X ] [1 ] , (8) Xg P)g(p)J g(p) (8

 where 0 < p < 1, 0 < X < g(p), and 0 < g(p) < 1.

 Any a priori judgments about the relationship be-

 tween p and X are reflected in g. With g(p) = 0, the

 model becomes equivalent to the noise-free approach

 which assumes that X = 0. When g(p) = 1, the joint

 density in (8) reduces to a product of two beta densities,

 and the model becomes equivalent to the approach that

 assumes a priori independence between p and X. Fur-

 thermore, if g(p) = 1 - p and : = a,c + ic, the same
 joint density in (8) reduces to a bivariate beta density

 for p and X. In these special cases, the analysis is of

 course somewhat simplified.

 In practice, the values for a and (3 can be selected by

 considering a marginal distribution for p. Various frac-

 tiles of the distribution can be assessed and then a beta

 distribution can be fitted to these fractiles (see, for ex-

 ample, Winkler 1967, Spetzler and Stael von Holstein

 1975). This is identical to the assessment of a beta dis-

 tribution in a noise-free situation. The assessment of

 ac, Oc, and the g function can be done by considering
 conditional distributions for X given p. To facilitate the

 assessment, it is useful to parameterize g. The functional

 form used here for g is

 (k - p)m/km for 0 < p < k,
 g(P) = ~~~~~~~~(9)

 10 for k'p'1,

 where 0 < p < 1, k > 0, and m ? 0. The maximum value
 of g(p) is 1 at p = 0, and the minimum is 0 at p 2 k for

 0 < k ' 1, or (k - p)m/km at p = 1 for k > 1. With this

 particular form, g can take on a wide variety of shapes

 with respect to p for different values of k and m. Figure

 1 shows some of these shapes. In this paper, the values

 for m are restricted to integer values in order to derive

 analytically the posterior distributions of interest. Even

 with a parameterization for g that is different than the
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 Figure 1 The Shape of the g(p) Function for Varying Values of k and m

 one used here, the approach, in principle, remains

 identical.

 Here, the parameters that define g(p), besides p, are
 k and m. In somewhat loose terms, k (when k < 1) may

 be interpreted as the proportion such that, when p ap-

 proaches k, the members of Group A will no longer

 "lie," and m may be interpreted as a sensitivity factor

 that contributes to the rate at which the maximum pos-

 sible rate of "lying" decreases as the size of Group A

 increases. The values for k, m, ao, and f3l, can be selected
 through the assessment of means and fractiles of the

 distributions of X given p, for three or four assumed
 values of p.

 With the likelihood in (3) , and with the prior density
 in (8) after substituting for g(p), using Bayes theorem,

 we get the following posterior distribution:

 f(p, Xlr, n)
 n-r

 :w, Wt(p, XI r, n, t)
 t=O

 = for 0 < p < k, 0 < X < (k-p)m/km, (10)

 Wnfffe(pIla + r, A + n - r)

 for k < p < 1, X = 0,

 where

 wtf(p, XIr, n, t)
 r m(n-r-t+j)

 = w1jif(pIr, n, t, i)f(XI p, r, n, t, j),
 j=O i=O

 f(plr, n, t, i) = f#(pla + n - t + i, ,B + t),

 f (X I p, r, n, t,j) = [(k1-

 X f([(k _apsc + n - r- t + j, /c

 and

 Wtji = btji / 0, Wnf = 1 / 0/

 btli = B(a + n -t + i, / + t)B(ac + n - r -t + j, /3c)

 ~ (f - r(r)((fl- r - t j x )j (n 1 )(_l)jk
 with q as the normalizing constant given by

 n-r r m(n-r-t+j)

 (P = bnf + 2: 2: - btjibtji,
 t=O j=O i=O

 =nf f f(pla+r, / +n-r)dp and

 rk

 itji = ff(a + n - t + i, / + t)dp. (11)

 The parameters j and i are artificial. The interpretation
 of parameter t is the same as before. Given 0 < p < k,
 wt, for t = 0 to n - r, is the posterior probability that t
 members of the sample were correctly classified in
 Group B (or that there were n - r - t misclassifications

 in the sample). For 0 < p < k, the joint posterior density
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 Inferences with an Unknown Noise Level

 for p and X is then expressed as a weighted mixture of

 n - r + 1 possible posterior densities that could arise

 under perfect knowledge of the exact number of mis-

 classifications, and each such misclassification density

 is itself expressed as a weighted mixture of (r + 1 ) [ m (n

 - r - t + j) + 1] densities (this second mixture is nec-
 essary for obtaining an analytical solution for the pos-

 terior density, and has no real interpretation). Given k

 < p ? 1, Wnf is the posterior probability that X = 0 (or
 that the process is noise-free) and the joint posterior

 density for p and X is simply the product of Wnf and a
 beta density for p that would arise a posteriori under

 the noise-free approach. If we further define

 r m(n-r-t+j)

 Wnf = Wnf bnf and wt = 2 1 wtjibtji
 j=O i=O

 for 0 < t < n - r,

 with 5tji and bf as defined in ( 11), then wt can be in-
 terpreted as the unconditional posterior probability that

 there were n - r - t misclassifications in the sample

 and Wnf as the unconditional posterior probability that
 X = 0, where

 n-r

 (nf + 2 - 1.
 t=O

 For reasons of space, the expressions for the posterior

 marginal densities and the posterior moments for p and

 X are not presented here. However, the posterior dis-

 tribution for p is a mixture of beta distributions, and the

 posterior conditional distribution for X given p is a mix-

 ture of conditional distributions of the same form as

 the prior conditional distribution for X given p; the pos-

 terior marginal distribution for X has to be evaluated

 numerically.

 Note that, in some special cases, for example, when

 k = 0 (that is, the process is noise-free, with g(p) = 0),

 when m = 0 and k > 1 (that is, p and X are a priori

 independent, with g(p) = 1), or when m = k = 1 and

 # = a, + 13 (that is, the prior density for p and X is a
 bivariate beta, with g(p) = 1 - p), the expression for

 the posterior in (10) is substantially simplified.

 Another issue that arises here is whether a different

 choice of parameterization might somewhat simplify

 the analysis in general. Consider as an alternative to

 the (p, X) parameterization the parameters q, the prob-

 ability that a given individual is classified as belonging

 to Group A, and e, the conditional probability that an

 individual is misclassified given that the individual is

 classified as belonging to Group B. A joint prior distri-

 bution for (q, e) can be expressed as a marginal for q
 and a conditional for e given q. Because the distribution
 of the data given (q, e) depends only on q and is in-
 dependent of e, it is easy to see that the joint posterior

 for (q, e) given the data consists of a new marginal

 distribution for q but the original conditional distribution

 for e given q. In other words, the data tell us only about

 q. Although the posterior marginal for e may be different

 than the prior marginal for e, the change occurs only

 through the dependence between q and e that is built
 into the prior.

 The (q, e) parameterization might substantially sim-
 plify the analysis. However, such a parameterization is

 not as intuitive or as useful as the (p, X) parameteriza-
 tion. Note that, with the (q, e) parameterization, the

 important question remains, "What is the proportion of

 individuals who belong to Group A?" Answering this

 question would then require a derivation of the density

 for q + (1 -q)e, which will not necessarily make the

 analysis simpler. Furthermore, the task of assessing a

 prior distribution for q is intuitively not as simple as

 that for p and X. In assessing a distribution for q, the
 assessor must consider all the interactions between p

 and X thus making the task a very complex one. On the

 other hand, the assessment of prior distributions for p

 and X can be thought of as breaking up the task of

 assessing a distribution for q into two smaller and in-

 tuitively more manageable parts. One may also argue

 that a priori it is intuitively more appealing to think

 about the conditional probability X rather than the con-

 ditional probability e. Consider Group A to be the pop-
 ulation of defective items and Group B to be the pop-

 ulation of nondefective items in a quality control setting.

 Note that e would then be the probability that an item

 is defective given that the inspection device indicates it

 as nondefective and X would be characterized as the

 probability that the inspection device indicates an item

 as nondefective given that it is defective. Then, typically,
 we would like to assess X a priori and estimate e a pos-

 teriori using Bayes theorem.

 3. Example
 Self-reported data is a dominant source for obtaining

 measures of juvenile delinquency in sociological studies.

 MANAGEMENT SCIENCE/VOl. 39, No. 10, October 1993 1231
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 Inferences with an Unknown Noise Level

 Such data are used here as an example for illustrating

 the model developed in the previous section. Hindelang,

 Hirschi and Weis (1981) conducted an extensive study

 during 1978-1979 in the city of Seattle using interviews

 and questionnaires in which subjects were asked if they

 had committed certain delinquent acts. Also, for the

 subjects who were officially listed in the police and court

 records as having committed certain offences, official

 records were compared with the responses to parallel

 items in the self-report setting. The data show that the

 subjects as a whole in a self-report setting are, in general,

 likely to underreport an offence that falls in the same

 category as their official offence. The nonreporting rate

 was higher for serious offences than for nonserious of-

 fences. For example, 67% of the black males who were

 listed in the official records for having committed of-

 fences in the categories of robbery and burglary did not

 report the same offences in their self-report settings.

 For nonserious offences as a whole (shoplifting, petty

 larcenies, incorrigibility, and some other miscellaneous

 offences) the nonreporting rate was 18% among black
 males.

 The NBER survey of Inner City Black Youth (see

 Freeman and Holzer 1986) is another study that pro-

 vides self-reported data on criminal activities. This sur-

 vey was conducted in 1979-80, with a sample popu-

 lation consisting of inner-city black males (ages 16 to

 24) from Boston, Chicago and Philadelphia. In the

 studies based on the same survey, possibilities of severe

 underreporting have been recognized, but no serious

 attempt to assess the overall criminal involvement has

 been made (see Viscusi 1986).

 The NBER data for subjects between 16 and 18 years

 of age is used here as the sample data (with n = 1156).

 The characteristics of this sample then closely parallel

 those of the sample population in the Hindelang et al.

 (1981) study. The question chosen from the NBER sur-

 vey is: "Have you done any muggings or purse snatch-

 ings (without a gun) over the past 12 months?" In this

 example, p is then the proportion who actually indulged

 in the illegal act and X is the probability that an indi-

 vidual having done so would not report it in a survey.

 Considering information given in the Hindelang et

 al. study on nonreporting rates and the proportions who

 responded "Yes" to the questions of the type "Have

 you ever . . . (committed a certain offence)?," and in
 consultation with Professor Kenneth C. Land from the

 Department of Sociology at Duke University, prior dis-

 tributions for p and for X given p were assessed for the

 example. The assessment of a conditional distribution

 for X given p involved, as an intermediate step, assess-

 ment of means and fractiles of the distributions for X

 given p with three different values of p.

 The prior density used for p is a beta distribution with

 (ae, A) = (2, 14). The 0.05 and 0.95 fractiles of the

 distribution are 0.02 and 0.28, respectively. The con-

 ditional distribution of X given p has the parameters

 (ac, fc) = (18, 2), k = 1.3, and m = 3. With these prior
 distributions for p and for X given p the a priori expected

 rate of false "No" responses is 0.67 with the corre-

 sponding standard deviation of 0.14.

 In the NBER Survey, with a sample size of 1156, 29

 subjects answered "Yes" to the mugging question. The

 sample proportion (r/n) is therefore 0.025.

 The likelihood function and the joint prior density

 for p and X are shown in Figure 2A. The joint posterior

 density for p and X is shown in Figure 2B. The resulting

 posterior mean for p is 0.092, with the corresponding

 standard deviation of 0.014; the posterior mean for X

 is 0.721, with the corresponding standard deviation

 of 0.04.

 Of particular interest is the comparison of these in-

 ferences from the model to those obtained from a model

 based on the assumption of perfect classification (i.e.,

 assuming a noise-free process). Assuming X = 0, but

 with the same prior distribution for p, the posterior dis-
 tribution for p is a beta distribution with parameters 31

 and 1141. The posterior mean for p is almost 3.5 times

 larger and the posterior standard deviation for p is 3

 times larger than those in the noise-free model. Ignoring

 the possibility of false responses to the question leads

 to severe underestimation of the rate of muggings. The

 impact of the noise in this example is to shift r/ n toward

 0, away from the "true" p. For a given r/n, then, the

 model with noise accounts for this by placing more

 weight on higher values of p, thereby shifting the pos-
 terior mean for p away from 0. Also, the posterior un-

 certainty regarding the rate of muggings in the noise-
 free model is much less than it should be given the

 presence of noise; in the model with noise, consideration

 of all the possible misclassifications in the sample that

 could occur causes much greater uncertainty about p.

 In other words, this implies that noise causes a reduction

 in the information content of the sample regarding p.
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 Inferences with an Unknown Noise Level

 For example, if the sampling could be done without any

 misclassifications, a sample size of 392 would lead to

 roughly the same posterior mean and standard deviation

 for p as those obtained using the model. In this case,

 then, a sample size of 1,156 with noise is roughly

 equivalent in impact to a sample size of 392 with all

 possible errors eliminated.

 Another interesting question regarding the inferences

 from the model is how these compare with inferences

 from a model based on the assumption of a priori in-

 dependence between p and X. For clarity, hereafter, the

 model developed in this paper will be called the de-

 pendent noise model. In the equivalent independent

 noise model, the joint density for p and X is expressed

 as a product of two beta densities. The beta distribution

 Figure 2A The Likelihood Function (the Mugging Example). n - 1156,
 r = 29.

 1.00 - .. . . .. . .

 o n t CONTOUR PLOT
 ........ ,0.0001

 . --0.0250

 0.25 -: g 90.0748 (maximum Iklhd)
 0.25 i

 0.00

 0.00 0.25 0.50 0.75 1.00

 p

 The Prior Density for p and X (the Mugging Example).

 (a,fA) (2, 14), (ajc) = (18, 2), k = 1.3, m =3
 1.00 -

 075 .s CONTOUR PLOT
 0.75 -

 .0.01
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 Figure 2B The Posterior Density for p and X (the Mugging Example)

 1.0
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 0.5
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 for p is the same as the prior marginal distribution for
 p in the dependent noise model (which is a beta distri-

 bution with parameters a and A). The beta distribution

 used for X is a beta that is fitted to the prior marginal

 distribution for X (the exact form of which has to be

 evaluated numerically) in the dependent noise model.

 The beta fit for X is obtained by equating its first two

 moments to those of the exact marginal prior distribu-

 tion for X. The posterior marginal distribution for p, and
 for X, in the independent noise model is then a mixture

 of n - r + 1 beta distributions.

 The posterior means for p and X in the dependent
 noise model do not differ much from those in the in-

 dependent noise model. However, the posterior stan-

 dard deviations for p and X are about 3 of those in

 the independent noise model. This happens because

 ignoring the dependence between p and X in the prior

 leads to loss of information regarding both p and X. In

 the dependent noise model, a priori, any information

 about X also provides, through the dependence structure

 between p and X, indirect information about p which is

 in addition to the direct information available about p

 and vice-versa. This is not the case in the independent

 noise model.

 In Figure 3, the marginal posterior distribution for p

 in the dependent noise model is shown, along with the

 prior distribution for p and the posterior distributions

 for p under the corresponding noise-free and the in-

 dependent noise models. The posterior distribution for

 p in the dependent noise model is very much different

 from the posterior distributions for p in the noise-free
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 Inferences with an Unknown Noise Level

 Figure 3 Marginal Densities for p (the Mugging Example)

 DENSITY
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 50 - I -- - posterior with indepentdent noise (i.e., p and A independent)

 40 -

 20 1

 10 1
 I I

 I IA ,

 0.0 0.1 0.2 0.3 0.4 0.5

 p

 model and in the independent noise model. The pos-

 terior distribution under the noise-free model is ex-

 tremely tight and concentrated near p = r/n = 0.025.

 As expected, the posterior distributions with noise (in

 the independent noise model and in the dependent

 noise model) reflect a substantial rightward shift and

 much greater dispersion relative to the noise-free dis-

 tribution. Furthermore, the posterior distribution is

 much tighter under the dependent noise model than
 under the independent noise model.

 In order to further investigate the role of the prior

 distribution in this model and to check the sensitivity

 of the posterior inferences to prior parameters, the

 analysis is shown for a variety of prior distributions for

 p and X. The prior parameters in the base case are (a,

 A) = (2, 14), (as, #,) = (18, 2), k = 1.3, and m = 3. For

 the prior distribution for X given p, ac, + 13, is varied to

 10 and 40, al/(ca + #,/) to 0.85 and 0.95, k to 1.1 and
 1.5, and m is varied to 2 and 4. Also, some cases with

 diffuse prior information on one or more of the param-

 eters are considered. These include cases where (ar, #c)
 = (1, 1), or (a, ,B) = (1, 1), or where the joint density

 for p and A is 1 everywhere (with (ac, ic) = (1, 1), (a,
 ,B) = (1, 1), k = 1, and m = 0). For these variations in

 the prior parameters, some posterior summary measures

 for p are given in Table 1 and the corresponding mar-

 ginal posterior densities for p are shown in Figure 4.

 In the nondiffuse cases, the posterior mean and stan-

 dard deviation for p are quite robust to the variations

 in the prior parameters considered here. In the case

 where (ac, /3c) is varied to ( 1, 1 ) from the base case, the
 conditional distribution for X given p is equivalent to
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 Inferences with an Unknown Noise Level

 Figure 4 Posterior Densities of p for Varying Prior Parameters (Corresponding to the Cases in Table 1)
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 specifying an upper limit for X given p as a function of

 p and then assuming the conditional distribution to be

 uniform between 0 and the upper limit. In this case, as

 expected, the posterior density for p is not nearly as

 tight as in the base case. However, when the prior dis-

 tribution for p is taken to be diffuse (with the conditional

 distribution for X given p being as in the base case), the

 posterior density for p almost perfectly overlaps the

 density in the base case. This indicates the importance
 of the prior information regarding X in the model. In

 the last case, where the joint prior density for p and X

 is specified as 1 everywhere, the posterior distribution

 for p is simply the likelihood normalized over p. It can

 be seen in Figure 4 that in this case the posterior density

 for p is relatively flat and admits almost all values be-

 tween 0 and 1. This happens because many (p, X) pairs

 have identical likelihoods. Hence, an often used option

 of assuming a diffuse prior for all the parameters and

 "letting the data speak for themselves" is useless in

 such a problem. In any case, it is highly unrealistic since

 one would expect to have at least some prior informa-

 tion, however little, regarding p and X.

 Inferences about X are also important in this model,

 but in order to save space and since the parameter of

 primary interest is p, a similar analysis is not presented

 here for X. However, posterior inferences about X are

 also reasonably robust to the variations in the prior pa-

 rameters considered here. In the nondiffuse cases men-

 tioned above, the posterior mean for X varies between

 0.69 and 0.75 (from 0.72 in the base case) and the pos-

 terior standard deviation varies between 0.03 and 0.05

 (from 0.04 in the base case).

 The analysis in this section, although limited, provides

 some flavor of the implications from the model devel-

 oped in this paper. The same analysis was performed

 also with examples other than the mugging example
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 Inferences with an Unknown Noise Level

 Table 1

 Prior Parameters Posterior Summary Measures for p

 E(pIr, n) a(pIr, n) E(plr, n) a(plr, n)

 (at, ) (ac. OC) k m E(p Ir, n) or(p Ir, n) Enf (p Ir, n) rnf(p Jr, n) Eind(Pir, n) aind(p Ir, n)

 1 (2, 14) (18, 2) 1.3 3 0.092 0.014 3.467 3.045 0.918 0.308

 2 (2, 14) (18, 2) 1.1 3 0.086 0.013 3.258 2.734 0.918 0.282
 3 (2, 14) (18, 2) 1.5 3 0.097 0.016 3.653 3.342 0.917 0.332
 4 (2, 14) (18, 2) 1.3 2 0.106 0.018 3.989 3.917 0.917 0.373

 5 (2, 14) (18, 2) 1.3 4 0.083 0.012 3.126 2.560 0.920 0.271

 6 (2, 14) (17, 3) 1.3 3 0.084 0.015 3.191 3.149 0.942 0.369
 7 (2, 14) (19, 1) 1.3 3 0.100 0.013 3.772 2.776 0.901 0.247
 8 (2, 14) (9, 1) 1.3 3 0.092 0.016 3.491 3.501 0.910 0.338

 9 (2, 14) (36, 4) 1.3 3 0.091 0.013 3.456 2.701 0.923 0.281
 1 0 (2, 14) (1, 1) 1.3 3 0.061 0.025 2.315 5.260 0.927 0.578

 11 (1, 1) (18, 2) 1.3 3 0.092 0.014 3.563 3.092 0.739 0.083
 12 (1, 1) (1, 1) 1 0 0.265 0.256 10.246 54.930 1 1

 E(p jr, n) = posterior mean for p in the model;

 o(pIr, n) = posterior std. dev. forp in the model;

 Enf(p r, n) = posterior mean for p assuming no noise (noise-free);

 anf(P Ir, n) = posterior std. dev. for p assuming no noise (noise-free);

 Eind(plr, n) = posterior mean for p assuming independent noise;

 aind(p I r, n) = posterior std. dev. for p assuming independent noise.

 presented here; the results were very similar in impli-

 cations.

 4. Summary and Discussion
 In this paper, a specific model has been developed which

 takes into account the existence of noise in a Bernoulli

 process. The model also helps us to formalize prior in-

 formation regarding the proportion and the noise level,

 including a priori information about the dependence

 between the two. Actual data are used to illustrate the
 model.

 The model has a wide applicability to the extent that

 data generated from a Bernoulli process are often con-

 taminated with incorrect observations due to the pres-

 ence of various sources of noise. The level of noise in

 the process is usually unknown and, in an a priori sense,

 may be correlated to the proportion of interest. Attempts

 to suppress the noise by augmenting the design of the

 data-generating processes are not always successful in

 reducing the level of the noise. It is seen that ignoring

 the noise altogether can cause very misleading infer-
 ences about the proportion of interest. The presence of

 noise leads to loss of information in the sample about

 the Bernoulli parameter.

 Furthermore, ignoring any a priori dependence be-

 tween the proportion of interest and the noise level can

 cause unnecessary loss of information about the pro-

 portion and about the level of noise. This loss of infor-

 mation can be substantial at times. The greater the de-

 pendence between the proportion and the noise level,

 the more crucial it becomes to take that dependence

 into account. A more important issue is, however, one

 of avoiding a misrepresentation of prior information. If

 the proportion and the noise level are dependent, as-

 suming that they are independent may simply lead to

 erroneous inferences regardless of issues involving the
 amount of information.

 The model developed in this paper is applicable to

 much of the research that is based on surveys with di-

 chotomous questions. Other applications may include,
 for example, quality control situations with imperfect

 inspection devices and blood testing situations with false

 positives and false negatives. Of course, in some cases

 with a mechanical or a technical classification device,

 the device may be so well calibrated that there may be
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 Inferences with an Unknown Noise Level

 little uncertainty regarding the rate of false results. In

 such situations, using a model that assumes the noise

 parameters to be known may be more appropriate.

 The model presented in this paper can easily be ex-

 tended to include more than one noise parameter. The

 underlying approach remains identical in principle.

 Other situations where models akin to the model in this

 paper can be developed are prediction of purchase or

 voting behavior based on stated intentions, or account-

 ing for nonresponse bias in surveys. Moreover, to the

 extent that situations with two or more proportions that

 may be dependent are common, the methodology pre-

 sented in this paper can be used, in principle, for a wide

 variety of problems other than those involving a noisy

 Bernoulli process.

 For further research, it may be of interest to also in-

 troduce economic considerations in the analysis pre-

 sented in this paper. The existence of noise in general

 leads to a reduction in the information content of the

 sample which, in turn, causes a reduction in the ex-

 pected value of sample information. This could have

 implications when an investigator is deciding on the

 size of a sample from a noisy Bernoulli process.'

 1 The author is grateful to Professor Robert L. Winkler, Professor Irving

 H. LaValle, the Associate Editor and the anonymous referees for their

 helpful comments and suggestions. The author is also grateful to Carole

 Bonani for research assistance. Financial support for this paper was

 provided in part by INSEAD.
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