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Abstract

Why do some assets (e.g., real estate) seem to experience speculative bubbles more often
than others (e.g., textile stocks)? To answer this question, I propose a model where the
number of noise traders in the market varies over time due to social interactions. Most
of the time, the noise-trader population is negligible. But, every once and a while, the
madness of crowds (Mackay, 1841) inspires noise traders to flood the market, causing
arbitrageur constraints to bind and a speculative bubble to form. Because the exact
same social interactions explain not only why speculative bubbles sometimes occur but
also why they typically do not, the model is able to make testable predictions about
which assets are most likely to experience a speculative bubble. Speculative bubbles
should be more common in assets where the correlation between price growth and public
attention is higher. A 10% price increase in the real-estate market would generate a
lot of additional media coverage and word-of-mouth buzz. A 10% increase in the price
of textile stocks would not. So, the model predicts that speculative bubbles will occur
more often in the real-estate market than in textile stocks. And, more importantly,
because the exact same social interactions govern noise-trader population dynamics both
during and between bubble episodes, it’s possible to estimate the correlation between
price growth and public attention using data collected during normal times. I verify this
prediction empirically with data on monthly U.S. industry returns; industries in the top
correlation quintile are twice as likely to experience a speculative bubble as those in the
bottom quintile.
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1 Introduction
“In the twentieth century most of the manias and bubbles have centered on real estate and
stocks.” (Kindleberger, 1978) While there are entire Wikipedia pages dedicated to listing the
various real-estate and stock-market bubbles1, the corporate-bond market has only an empty
stub. And, even within the stock market, “bubbles often tend to be associated with relatively
new industries, such as utilities in the 1920s or .com stocks in the 1990s” (Greenwood et al.,
2017). In short, some assets seem to experience speculative bubbles more often than others.

Why is this? What sort of model could explain this fact?
To be sure, a model that combines a behavioral bias with a limit to arbitrage can explain

the existence of a speculative bubble. These two ingredients provide a mechanism. We know
that noise traders suffer from a wide variety of biases—e.g., overconfidence (Daniel et al.,
1998; Scheinkman and Xiong, 2003), bounded rationality (Hong and Stein, 1999; Gabaix,
2014; Barberis et al., 2015), and sentiment (Baker and Wurgler, 2006). And, we also know
that real-world arbitrageurs face a wide variety of constraints related to short sales (Miller,
1977; Xiong, 2013), margin requirements (Gromb and Vayanos, 2002; Garleanu and Pedersen,
2011), equity capital (Shleifer and Vishny, 1997; Vayanos, 2004), and coordination (Abreu
and Brunnermeier, 2003). So, in a model with both noise traders and limits to arbitrage,
arbitrageurs won’t always be able to undo the effects of a large noise-trader demand shock.

But, knowing about a mechanism is different from knowing about how often this mechanism
will kick into gear. Discovering that Dr. Jekyll sometimes drinks a potion that turns him into
Mr. Hyde tells you nothing about how often you should expect to find a monster terrorizing
the streets of Victorian London (Stevenson, 1886). For the same reason, discovering that
speculative bubbles are the result of noise-trader biases and arbitrageur constraints tells you
nothing about how often you should expect to find a large crowd of noise traders forcing
some arbitrageur constraint to bind. At the end of the day, ‘How?’ and ‘How often?’ are
different kinds of questions. And, as a result, explaining why some assets are more likely to
experience a speculative bubble requires a different kind of model.

In this paper, I propose a model where the number of noise traders in the market varies
over time due to social interactions. Most of the time, the noise-trader population is negligible.
But, every once and a while, the madness of crowds (Mackay, 1841) inspires noise traders
to flood the market, causing arbitrageur constraints to bind and a speculative bubble to
form. Because the exact same social interactions explain not only why speculative bubbles
sometimes occur but also why they typically do not, the model is able to make testable
predictions about which assets are most likely to experience a speculative bubble. Speculative

1See https://en.wikipedia.org/wiki/Real_estate_bubble and ../Stock_market_bubble.
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bubbles should be more common in assets where the correlation between price growth and
public attention is higher. A 10% price increase in the real-estate market would generate a lot
of additional media coverage and word-of-mouth buzz. A 10% increase in the price of textile
stocks would not. So, the model predicts that speculative bubbles will occur more often in
the real-estate market than in textile stocks. And, more importantly, because the exact same
social interactions govern noise-trader population dynamics both during and between bubble
episodes, it’s possible to estimate this correlation using data collected during normal times. I
verify this prediction empirically with data on monthly U.S. industry returns; industries in
the top correlation quintile are twice as likely to experience a speculative bubble as those in
the bottom quintile.

Population Dynamics. Popular accounts of bubble formation (Mackay, 1841; Bagehot,
1873; Galbraith, 1955; Minsky, 1970; Kindleberger, 1978; Shiller, 2000) all emphasize the
role of feedback trading and social interactions. They point out that speculative bubbles are
accompanied by large inflows of new noise traders who are attracted by high prices:

“Some artifact or some development, seemingly new and desirable—tulips in
Holland, gold in Louisiana, real estate in Florida, the superb economic designs
of a political leader—captures the financial mind or perhaps, more accurately,
what so passes. The price of the object of speculation goes up. Securities, land,
objets d’art and other property, when bought today, are worth more tomorrow.
This increase and the prospect attract new buyers; the new buyers assure a further
increase. Yet more are attracted; yet more buy; the increase continues. The
speculation building on itself provides its own momentum.” —Galbraith (2001)

And, they also emphasize that this attraction is due to social interactions. For instance,
Shiller (2000) describes speculative bubbles as social epidemics that spread by word-of-mouth.

I propose a model of noise-trader population dynamics that captures these features. In
the model, there’s a single risky asset and a crowd of uninformed agents. When behaving
rationally, uninformed agents don’t invest because they know they’re uninformed. But,
uninformed agents don’t always behave rationally. Sometimes an uninformed agent will get
excited and become a noise traders who invests actively and at random. After getting excited,
every noise trader eventually recovers his senses and becomes a passive uninformed agent once
more. But, until then, each noise trader tries to get the remaining uninformed agents excited
about the risky asset, too. I show that, if uninformed agents find noise traders’ arguments
more seductive when the reference price of the risky asset p̄ is higher—again, think about
infamous .com-era books like Dow 40,000 (Elias, 1999) or any number of other examples
dating back to antiquity2—then there’s a critical price level p? such that the steady-state

2Pliny, 95ad: “Have you heard that the price of land has gone up in the neighborhood of Rome? The
reason for the sudden increase in price has given rise to a good deal of discussion.” (Radice, 1972)
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noise-trader population is precisely zero when p̄ < p? but positive when p̄ > p?. Even though
the same social interactions are always taking place, noise traders only have the potential to
cause arbitrageur constraints to bind and create a speculative bubble when p̄ > p?.

How can the exact same social interactions generate such different population dynamics
depending on whether p̄ ≶ p?? Consider what happens when there’s only one noise trader
in the market. In this situation, the entire noise-trader population will go extinct if the
lone noise trader can’t entice one additional uninformed agent to enter the market before
he himself comes to his senses. Since noise-trader arguments are less convincing when the
reference price of the risky asset is lower, this solitary noise trader will be more likely to
lose interest than to gain a friend at sufficiently low price levels. Thus, when p̄ < p?, the
noise-trader population will quickly revert to zero following the entrance of a single noise
trader. But, as soon as the reference price rises above a critical threshold, p̄ > p?, the exact
opposite intuition will hold. All of the sudden, any noise trader that happens to enter the
market will likely be able to excite an additional uninformed agent before he himself comes
to his senses. This logic will then apply to the second noise trader as well as to the third and
fourth etc. . . The noise-trader population will explode.

For an everyday analogy, think about placing a glass of room-temperature water in the
freezer. At first, while the water is still close to room temperature, the random jiggling of
heat energy will break up any embryonic two-molecule ice crystals faster than these couplets
can attract any more of their neighbors. So, larger ice crystals won’t form, which means that
the contents of the glass will remain liquid. But, as the temperature drops, this random
jiggling will get less and less frenetic. And, a sudden change will occur when the temperature
crosses 0◦ Celsius. Below this threshold, embryonic two-molecule ice crystals will be able to
attract neighboring molecules faster than Brownian motion can shake them apart. Larger
and larger crystals will start to form, which means that the entire glass will freeze solid.
What’s more, once you understand this process, you can guess the critical point at which the
glass will switch from liquid to solid based on measurements made at room temperature.

Asset-Pricing Model. I incorporate this time-varying crowd of noise traders into an
otherwise standard asset-pricing model with limits to arbitrage. In addition to the noise
traders, the model also contains a unit mass of newswatchers. This group of agents incorporates
news about changes in the risky asset’s fundamental value into its price. They receive
heterogeneous private signals about the risky asset’s fundamental value, but they also neglect
the information content of equilibrium prices (Hong and Stein, 1999; Eyster and Rabin,
2005; Eyster et al., 2015). This cognitive constraint represents the limit to arbitrage in the
model, which is needed for a speculative bubble to form. A speculative bubble occurs when
newswatchers happen to push the price of this risky asset above p?, which causes a large
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population of noise traders to flood the market, which in turn causes arbitrageur constraints
to bind and severely distorts the equilibrium price.

If the noise-trader population didn’t fluctuate due to social interactions, this asset-pricing
model would be completely routine. Each individual noise trader always suffers from the
same behavioral bias and each individual arbitrageur always faces the same constraint. But,
allowing the population of noise traders to vary over time due to social interactions changes
things. The key insight is that, since the exact same social interactions explain not only why
speculative bubbles sometimes occur but also why they generally do not, the model is able
to make testable predictions about which assets are more likely to experience a speculative
bubble than others. And, just like with the glass-of-water example able, because the exact
same social interactions take place both during and between bubble episodes, these predictions
involve parameters that can be estimated during normal times.

Specifically, the model predicts that the critical price level, p?, should be lower for assets
where price increases have a larger effect on noise-trader persuasiveness. For example, a 10%

increase in national house prices would result in a lot of new second-home buyers because of
all the conversation it would gin up; whereas, a 10% increase in the price of textile stocks
would not result in many new investors because such a price change would not make it much
easier for noise traders to attract their friends. Thus, all else equal, the model predicts that
speculative bubbles should be more common in assets where the same percentage change
in prices generates relatively more word-of-mouth buzz—i.e., more common in real estate
than in the textile industry. And, more importantly, the relationship between price changes
and noise-trader persuasiveness is the same in the model both during and between bubble
episodes. So, the model suggests that it’s possible to estimate this quantity for each asset
using data collected during normal times.

Econometric Analysis. I conclude my analysis by showing how to do this empirically. For
my collection of assets, I use the monthly returns of U.S. stocks at the industry level. There
are two reasons for this choice. The first relates to the availability of data; I can construct
a relatively long sample of industry returns dating back to 1928, which is important when
testing predictions about rare events, such as speculative bubbles. The second relates to the
interpretation of results; Greenwood et al. (2017) recently studied speculative bubbles in this
same collection of assets, and taking the same approach allows me to use their pre-existing
definitions, which makes it easier for readers to interpret my results.

I proxy for changes in the noise-trader persuasiveness at the industry level with each
industry’s media coverage as measured by the number of Wall Street Journal articles that
reference an industry in their title per day. Then, to see how media coverage varies with
industry performance, I correlate this count statistic with the industry’s monthly returns
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over the past five years. The model predicts that, if industry A has a higher price-to-media
coverage correlation than industry B, then a 10% price shock to both industries will have a
larger impact on the persuasiveness of industry A’s noise traders. And, as a result, industry
A should be more likely to experience a speculative bubble following a period of prolonged
price growth. Consistent with this idea, I find that an industry in the top correlation quintile
is more than twice as likely to experience a speculative bubble after a period of prolonged
price growth than an industry in the bottom correlation quintile.

1.1 Related Literature

This paper borrows from and builds on several important strands of literature.

Social Dynamics. To start with, the idea that social dynamics might destabilize financial
markets is not new. Several groundbreaking papers have investigated this idea in great detail
(Shiller, 1984; Lux, 1995; Hirshleifer and Hong Teoh, 2003; Shive, 2010; Han and Hirshleifer,
2015; Burnside et al., 2016). Shiller (2000) even goes so far as to suggest that “the branch of
mathematics that studies non-linear feedback loops. . .may be applicable to understanding the
complexity of stock market behavior”. The analysis in the current paper is clearly inspired
by this exciting earlier work. But, the current paper also takes this idea in new directions. I
would like to highlight two of these in particular.

First, this paper studies the onset of speculative bubbles. By contrast, the existing
academic literature has applied social dynamics to study regularly occurring phenomena. For
instance, the outcome of interest in Shiller (1984) and Shive (2010) is return predictability
in a stationary environment. Lux (1995) uses an epidemic model to formulate a “cyclical
mechanism around fundamental values” in the stock market while Burnside et al. (2016)
employs a similar model to study boom-bust cycles in the housing market. And, Han and
Hirshleifer (2015) use social dynamics to explain the puzzling fact that active investors persist
even though they lose money.

Second, the starting point for this paper is the distinction between how speculative bubbles
occur (something which can be explained within the existing limits-to-arbitrage framework)
and how often speculative bubbles occur (something which can’t). To my knowledge, this
distinction isn’t present in earlier research, which treats social dynamics as a psychological
bias. By contrast, this paper is agnostic about which psychological bias noise traders suffer
from and instead uses the same tools to characterize how the number of noise traders in
the market evolves over time. A key benefit of this approach is that it allows you to make
predictions about sudden atypical events, such as speculative bubbles, based on parameters
that can be estimated during normal times.

Nonlinearity. The current paper is also connected to the economics literature on non-linear
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feedback. Economists have long known that non-linear expectations-based feedback between
many agents or between a single agent’s current and future selves can amplify small changes in
continuous parameters into large discontinuous changes in equilibrium outcomes. For examples,
consider Keynes (1936, beauty contests), Schelling (1969, neighborhood segregation), Akerlof
(1970, lemons problem), Milgrom and Stokey (1982, no-trade theorem), and Kiyotaki and
Moore (1997, credit cycles). Social feedback is playing the same role as expectations feedback
in this model, allowing the population of noise traders to behave qualitatively different in
response to tiny changes in the reference price.

Peer Effects and Feedback Trading. Last but not least, the analysis in the current paper
is closely related to work on both peer effects and feedback trading. The academic literature
is full of evidence that traders’ decisions are affected by their peers. This literature on peer
effects contains three main subgroups. The first has to do with market participation (Shiller
and Pound, 1989; Duflo and Saez, 2002; Hong et al., 2004; Brown et al., 2008; Kaustia and
Knüpfer, 2012; Bursztyn et al., 2014; Li, 2014; Bailey et al., 2016; Ahern, 2017). These
papers study the extensive margin, giving evidence that traders are more likely to enter a
market if they already know someone who’s done so. The second has to do with portfolio
choice (Hong et al., 2005; Ivković and Weisbenner, 2007; Cohen et al., 2008, 2010; Pool et al.,
2015). These papers study the intensive margin, giving evidence that a trader’s network of
acquaintances affects his portfolio choices. And, the third has to do with welfare (Chen et al.,
2014; Heimer, 2014, 2016). In essence: ‘Are peer effects a good thing?’ Collectively, this
literature micro-founds the social interactions in this model.

The academic literature is also full of evidence that speculative bubbles are accompanied
by the arrival of new noise traders. For example, Gong et al. (2016) and Pearson et al. (2017)
both document the involvement of new uninformed investors in the recent Chinese warrants
bubble (Xiong and Yu, 2011). Likewise, Brunnermeier and Nagel (2004), Greenwood and
Nagel (2009), and Griffin et al. (2011) all give evidence that sophisticated traders exploited
inexperienced investors during the .com bubble. And, Chinco and Mayer (2015) shows that
uninformed out-of-town second-house buyers poured into the cities that realized explosive
house-price growth during the U.S. housing bubble, such as Las Vegas and Miami.

But, a key observation in this paper is that, while there’s lots of evidence that crowds of
inexperienced noise traders sometimes arrive in a single market, there’s no corresponding
theory for why this crowd is more likely to arrive in some markets than others. And, this is
exactly what you need to explain if you want to predict where speculative bubbles are most
likely to occur. Saying that individual investors sometimes suffer from bouts of irrational
exuberance is no explanation at all. It’s like saying: ‘The Gods did it.’ (Deutsch, 2011)
Modeling noise-trader population dynamics gets around this problem. More is different. A
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crowd of traders can be affected by forces that no individual trader can feel on his own.
Thus, scale provides a way to take “the strangeness of collective behavior out of the heads of
individual actors and put it into the dynamics of situations” (Granovetter, 1978).

2 Population Dynamics
Let’s now look at how the population of noise traders changes over time due to social
interactions.

2.1 Deterministic Setup

It’s easiest to see how these social interactions generate large sudden changes in the noise-
trader population in a deterministic version of the model. So, this is where we’ll begin.

Risky Asset. Consider the market for a single risky asset where time is continuous and
indexed by τ ≥ 0. Let p̄ denote the most recent price of the risky asset in units of dollars
per share. I will refer to p̄ as the risky asset’s ‘reference price’. This is the price level that
noise traders and uninformed agents will talk about. It’s the basis of their social interactions.
Note that, since the price of an asset is defined relative to some numeraire valuation, you
should think about this reference price as the ratio of the risky asset’s price relative to its
price at a fixed point in the past.

Agents. The market contains U � 1 uninformed agents. These uninformed agents have no
private information about the risky asset’s fundamental value. So, when behaving rationally,
they sit on the sideline and do not invest. But, uninformed agents don’t always behave
rationally. Sometimes an uninformed agent will get excited and enter the market as an active
noise trader. Each noise trader has random demand. I will describe noise traders’ demand in
more detail in Section 3, but for now I’m going to focus on the number of these active noise
traders in the market, Nτ ≥ 0. Let nτ

def
= Nτ/U denote the fraction of the uninformed-agent

population that’s currently behaving like a noise trader. Where it causes no confusion, I will
omit the τ subscript for clarity—i.e., I will write on N and n rather than Nτ and nτ .

Social Interactions. This population of noise traders ebbs and flows over time due to
social interactions. Let Θ(n, p̄) denote the rate at which uninformed agents become noise
traders. Similarly, let Ω(n, p̄) denote the rate at which noise traders lose interest and become
passive uninformed agents once more:

Θ(n, p̄)
def
= Pr[nτ+∆τ − nτ = +1/U |nτ = n ] (1a)

Ω(n, p̄)
def
= Pr[nτ+∆τ − nτ = −1/U |nτ = n ] (1b)

Combining these two expressions as ∆τ → 0 in a market with many uninformed agents,
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U � 0, yields an ordinary differential equation governing noise-trader population growth:

dn
dτ

= G(n, p̄)
def
= Θ(n, p̄)− Ω(n, p̄) for n ∈ [0, 1) (2)

In other words, G(n, p̄) represents the number of new noise traders that will arrive in the
market in the next instant when there are currently N = n · U noise traders in the market
and the reference price of the risky asset is p̄.

Motivated by the adage that traders “go mad in herds while they only recover their senses
slowly and one by one” (Mackay, 1841), I’m going to focus on a particular functional form
for the noise-trader population growth rate in the analysis below. Specifically, I assume that
Ω(n, p̄) = Ω(n) = ω · n and

Θ(n, p̄) = θ · p̄ · (1− n) · n (3)

In the equation above, θ > 0 is a positive constant that captures the receptiveness of
uninformed agents to the arguments made by noise traders per dollar change in the price
level. And, ω > 0 is a positive constant that captures the rate at which existing noise traders
lose interest and become passive uninformed agents once more. A higher θ means that the
remaining (1− n) uninformed agents are more receptive to the population of n noise traders’
arguments. And, a higher ω means that each of the n noise traders is more likely to regain
his senses each instant. See Appendix B for a more detailed discussion of the economic
microfoundations. Without loss of generality, let’s renormalize the model so that ω = 1 to
simplify the algebra. If nτ (ω) and θ(ω) represent the true values that depend on λ, then this
renormalization is equivalent to defining nτ

def
= nτ (ω)/ω and θ def

= θ(ω)/ω.
These choices for functional forms of Θ(n, p̄) and Ω(n) result in a model that is often

called the Velhurst (Velhurst, 1845) or logistic-growth model (May, 1974). And, they imply
the following noise-trader population growth rate:

G(n, p̄) = θ · p̄ · (1− n) · n− n (4)

It will also sometimes be useful to work with the corresponding per capita growth rate:

g(n, p̄)
def
= 1/n ·G(n, p̄) = θ · p̄ · (1− n)− 1 (5)

The quantity g(n, p̄) can be read as the expected number of uninformed agents that will
enter the market as noise traders in the next instant per noise trader that’s currently in the
market. It’s worth noting that the functional-form assumptions Θ(n, p̄) = θ · p̄ · (1− n) · n
and Ω(n) = n are less restrictive than they first seem. In Appendix B I show that, to a
second-order approximation, the growth rate in Equation (4) can be thought of as a stand-in
for a broad range of models displaying the same steady-state behavior.

In what sense does the population growth rate in Equation (4) embody the idea that
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traders “go mad in herds while they only recover their senses slowly and one by one” (Mackay,
1841)? First, using 1/n ·Θ(n, p̄) = θ · p̄ · (1− n) implies that it’s harder to attract additional
noise traders when there are fewer uninformed agents left to interact with. This is the effect of
crowd interactions. And, as a result, the crowd of noise traders will grow most rapidly when
it’s small and then grow more and more slowly as it gets larger and larger. In addition, Shiller
(2000) describes how “whenever the market reaches a new high, public speakers, writers, and
other prominent people suddenly appear, armed with explanations for the apparent optimism
seen in the market. . . The new era thinking they promote is part of the process by which a
boom may be sustained and amplified—part of the feedback mechanism that. . . can create
speculative bubbles”. Thus, multiplying the arrival rate by the reference price, p̄, implies that
noise traders will find it easier to attract additional uninformed agents when the price level is
higher. Finally, “slowly and one by one” is interpreted as a constant per capita departure
rate from the crowd of noise traders, 1/n · Ω(n) = 1.

Naïve Expectation. How should we expect a population of noise traders governed by the
law of motion in Equation (4) to behave? When Θ(n, p̄) = θ · p̄ · (1− n) · n and Ω(n) = n,
there’s nothing to suggest a sudden change in the noise-trader population at any specific
reference price, p̄ > 0. Everything about the noise-trader arrival and departure rates is
smooth. Noise traders are always coming to their senses at the same rate. And, while
uninformed agents find noise traders’ arguments more persuasive when the reference price is
higher, this effect is continuous and smooth. So, you might expect that a slight increase in
the reference price would always result in a slight increase in the noise-trader population.

But, this is not what happens.

Steady States. To see why, we need to introduce the idea of a steady-state solution.
Let Sτ (n, p̄) denote a solution to the initial-value problem associated with the noise-trader
population growth rate defined in Equation (4):

Sτ (n, p̄)
def
=
{
nτ ∈ [0, 1) : nτ =

∫ τ
0

G(nυ, p̄) · dυ, 0 ≤ τ, n0 = n
}

(6)

Standard texts (cf. Arnol’d, 2012) show that, if G(n, p̄) is continuously differentiable on an
open interval that contains [0, 1), then the solution Sτ (n, p̄) will exist and be unique for all
times τ ≥ 0 and initial values n0 ∈ [0, 1). Thus, assuming that Θ(n, p̄) = θ · p̄ · (1 − n) · n
and Ω(n) = n guarantees the existence and uniqueness of the size of the active noise-trader
population when starting at any initial value n0 ∈ [0, 1).

A steady-state value for the initial-value problem in Equation (6) is a noise-trader
population n ∈ [0, 1) such that Sτ (n, p̄) = n for all τ ≥ 0. In other words, steady-state
solutions are fixed points for the noise-trader population:

SS(p̄)
def
=
{
n ∈ [0, 1) : G(n, p̄) = 0

}
(7)
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We say that a particular steady-state value, n ∈ SS(p̄), is stable if small perturbations away
from n die out over time. More precisely, n ∈ SS(p̄) is stable if for every δ > 0 there’s
some ε > 0 such that the solution to the initial-value problem in Equation (6) satisfies
|Sτ (n0, p̄) − n| < δ for all τ ≥ 0 for any initial noise-trader population n0 ∈ (n − ε, n + ε).
And, we say further that a steady-state value n ∈ SS(p̄) is asymptotically stable if it’s stable
and limτ→∞ |Sτ (n0, p̄)− n| = 0 for all n0 ∈ (n− ε, n+ ε).

Sudden Changes. Instead of producing a steady-state noise-trader population that changes
gradually as the reference price of the risky asset changes like you’d expect, the population
dynamics in Equation (4) actually produce sudden qualitative changes in the steady-state
noise-trader population as the reference price of the risky asset crosses a critical value. This
large qualitative change in the steady-state noise-trader population is called a ‘bifurcations’,
and the parameter value at which the bifurcation occurs is called a ‘bifurcation point’. See
Hirsch et al. (2012), Guckenheimer and Holmes (2013), Kuznetsov (2013), or Strogatz (2014)
for more details and background information.

We say that a dynamical system displays a ‘transcritical bifurcation’ if it has a steady-state
value n = 0 that exists for all p̄ > 0 but goes from being stable to unstable as p̄ crosses
through the bifurcation point, p?. In other words, in a dynamical system with a transcritical
bifurcation, the steady-state value n = 0 switches from being stable when p̄ ∈ (0, p?) to
unstable when p̄ ∈ (p?,∞) as depicted in Figure 1. And, the proposition below analytically
solves for this critical price level, p?, when the noise-trader population is governed by the
logistic-growth model described in Equation (4).

Proposition 2.1 (Sudden Changes, Deterministic). If the noise-trader population adheres
to the logistic-growth model described in Equation (4) with Θ(n, p̄) = θ · p̄ · (1 − n) · n and
Ω(n) = n, then

1. When n0 = 0, n = 0 is a steady-state noise-trader population for all p̄ > 0. However,
this population level is only asymptotically stable when p̄ < p? = 1/θ.

2. When n0 ∈ (0, 1), the steady-state population is given by:

n =

(p̄− p?)/p̄ if p̄ > p?

0 otherwise
(8)

This steady-state solution is always asymptotically stable.

Where does this sudden change in the stability of the steady-state noise-trader population
comes from? After all, neither the noise-trader arrival rate, Θ(n, p̄), nor the noise-trader
departure rate, Ω(n), display any sort of sudden change as the reference price of the risky
asset increases. So, it seems like the steady-state noise-trader population shouldn’t display
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n = 0
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τ
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Figure 1. Sudden Changes. Top Panel. Steady-state solutions for a dynamical system
with a transcritical bifurcation at p?. Solid black line reports stable solutions; dashed red line
reports unstable solutions. Bottom Panels. Evolution of dynamical system when p̄ < p?
vs. when p̄ > p?. Top figure shows how varying the bifurcation parameter, p̄, affects evolution
of the dynamical system, G(n, p̄) = dn

dτ . When p̄ < p?, the growth rate is always negative
for all n > 0. When p̄ > p?, the growth rate is positive for n slightly larger than 0, and the
only way to remain at the unstable steady-state solution, n = 0, is to start at n0 = 0, which
is denoted by the red dot. Bottom figure shows how Sτ (n0, p̄) = nτ evolves over time given
different starting values, n0 ∈ [0, 1), denoted by different shades of gray. When p̄ < p?, initial
values of n0 > 0 yield solutions close to n = 0. When p̄ > p?, these same initial values yield
solutions close to n > 0, and the only way to remain at the unstable steady-state solution,
n = 0, is to start at n0 = 0, which is denoted by the red line.

any sort of sudden change either. But, consider what happens when there’s only one noise
trader in the market, Nτ = 1. In this situation, the population of noise traders will go extinct
if this lone trader can’t entice an additional uninformed agent to enter the market before he
himself comes to his senses:

Pr[∆Nτ = +1 |Nτ = 1]︸ ︷︷ ︸
= θ·p̄·(1−1/U)·1≈ θ·p̄

< Pr[∆Nτ = −1 |Nτ = 1]︸ ︷︷ ︸
= 1

(9)

So, no noise traders will remain in the market so long as p̄ < p? = 1/θ. However, as soon as
the price rises above this critical threshold, p̄ > p?, the exact opposite intuition holds: the
first noise trader that enters the market will likely be able to excite an additional uninformed
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agent before he himself comes to his senses, causing the noise-trader population to explode.
This is why the steady-state noise-trader population can exhibit a sudden qualitative change
in behavior as the reference price crosses p? even though the noise-trader population is always
governed by a smoothly changing set of rules.

Normal-Times Estimate. These noise-trader population dynamics provide an explanation
for why large non-fundamental demand shocks sometimes occur—namely, a large crowd of
noise traders can flood the market when the reference price of the risky asset crosses p?. And,
they do so using a parameter, θ, that can be estimated during normal times—i.e., during
the long time intervals between speculative bubbles. This makes the model different from
existing models of bubble formation that rely on either noise traders or arbitrageurs behaving
differently during speculative bubbles. As a result, the model in this paper is able to make
predictions about which assets are most likely to experience speculative bubbles.

To see how, think about a market that happens to have ε noise traders at time τ = 0 for
some arbitrarily small ε > 0. In this setting, the expected number of new noise traders that
each of the existing ε noise traders will attract is given by:

g(ε, p̄) = (θ · p̄− 1) + O[ε] (10a)

= θ · (p̄− p?) + O[ε] (10b)

In the equation above, O[ε] represents ‘Big O’ notation. We say that f(x) = O[x] as x→ 0 if
there exists a positive constant φ > 0 such that |f(x)| ≤ φ · x for all |x| < xmax. Equation
(10b) suggests a way to estimate θ during normal times by regressing a proxy for the rate at
which the noise-trader population decays on historical returns.

Corollary 2.1 (Normal-Times Estimate). Let p̄ and p̄′ denote reference prices in two con-
secutive markets. Suppose that each market starts out with ε noise traders at time τ = 0 for
arbitrarily small ε > 0. If we define ∆p̄

def
= p̄′ − p̄ and ∆g(ε, p̄)

def
= g(ε, p̄′)− g(ε, p̄), then

θ = lim
ε↘0

[
∆g(ε, p̄) ·∆p̄

(∆p̄)2

]
(11)

This corollary presents one of this paper’s key insights: because the exact same social
interactions explain why a large population of noise traders sometimes emerges as well as why
it typically does not, it’s possible to learn about these social interactions even when there
isn’t a large population of noise traders in the market. You can learn about the temperature
at which a glass of water will freeze by studying the rate at which embryonic two-molecule ice
crystals break apart at room temperature. And, the corollary above makes a similar point.
You can learn about the critical price at which a non-zero noise-trader population will emerge
by studying the rate at which noise traders lose interest in an asset during normal times. Put
differently, you can learn about θ even when the ∆g(ε, p̄) < 0.
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2.2 Stochastic Extension

We’ve just seen how the population of noise traders evolves due to social interactions in a
deterministic environment. Let’s now add random fluctuations to these population dynamics.

Stochastic Process. Specifically, suppose that we redefine the noise-trader population
growth rate in Equation (4) as follows:

G(nτ , p̄) 7→ G(nτ , p̄) + σg · nτ · dξg,τ
dτ

(12)

In the equation above, σg > 0 is a positive constant reflecting the instantaneous volatility
of the noise-trader population growth rate, and ξg,τ ∼ N(0, 1) is a white-noise process.
Introducing random fluctuations in this fashion implies that the noise-trader population will
adhere to the following stochastic law of motion:

dnτ = θ · (p̄− 1/θ) · nτ · dτ − θ · p̄ · n2
τ · dτ + σg · nτ · dξg,τ for nτ ∈ [0,∞) (13)

I’ve included time subscripts in the above equations, nτ and dξg,τ rather than n and dξg, to
emphasize which elements in this equation are time-varying and which are constants.

Although (13) is just a noisy version of the law of motion described in Equation (4), there
is a noteworthy difference: nτ ∈ [0,∞) rather than nτ ∈ [0, 1). Because the diffusion term
σg · nτ · dξg,τ contains nτ , the noise dies away as the noise-trader population shrinks towards
zero. And, as a result, the noise-trader population will never go negative, which would be a
physically meaningless outcome. But, it is possible for the noise-trader fraction to exceed
unity, nτ > 1. One way to make sense of this outcome is to think about the quantity U
as the typical number of uninformed agents in the market rather than the total number of
uninformed agents. Thus, whenever nτ > 1, there are more noise traders in the market than
the usual number of uninformed agents in the market. While it’s possible to use Nτ/Uτ as the
key state variable in the model (Safuan et al., 2013), doing so complicates the exposition
without adding any new economic insight. So, I stick with the simpler setup in my analysis.

Sudden Changes. In the presence of random fluctuations, it’s possible that the sudden
change in the steady-state noise-trader population disappears. After all, shaking an Etch A
Sketch removes sharp lines. But, it turns out that, just like before, the stationary distribution
for a noise-trader population governed by the stochastic law of motion in Equation (13)
displays a sudden change in character as the reference price level crosses the critical value
p? = 1/θ. When p̄ < p?, any initial population of noise traders almost surely goes extinct;
whereas, when p̄ > p?, this is no longer the case. Adding noise does not eliminate the sharp
change in the noise-trader population dynamics around p?.

Proposition 2.2 (Sudden Changes, Stochastic). If the noise-trader population is governed by
the stochastic law of motion in Equation (13) with σg =

√
2, then the stationary distribution for
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Figure 2. Stationary Distribution. Statistical properties of the stationary distribution
for the noise-trader population as characterized in Proposition 2.2 where p? = 1/θ.

the noise-trader population nτ as τ →∞ is characterized by the following probability-density
function (PDF) for any initial n0 ∈ (0,∞) when p̄ > p? = 1/θ

n ∼ Ga
(
θ · p̄− 1, θ · p̄

)
(14)

where Ga(a, b)
def
= ba

Γ(a)
· xa−1

eb·x
is the PDF for the Gamma distribution, which is defined for all

x ∈ (0,∞). Otherwise, limτ→∞ nτ = 0 almost surely.

Irregular Responses. The stationary distribution defined in Proposition 2.2 has an
interesting property. If a noise trader happens to enter the market when p̄ > p?, then
the resulting noise-trader population distribution will be positively skewed in a way that’s
most extreme for reference prices just north of p? as shown in Figure 2. In fact, when
p? < p̄ < p? + 1/θ = 2 · p?, the stationary distribution will have a positive mean but a zero
mode. In this region, there are typically no noise traders in the market even though a sudden
inflow of noise traders is theoretically possible.

This property makes sense of an otherwise uncomfortable fact about popular accounts of
bubble formation. These accounts ague that speculative bubbles emerge when feedback trading
takes over following an initial shock to fundamentals, which is often called a displacement
event. However, they offer no guidance as to which displacement events will lead to speculative
bubbles. “Only a relatively small proportion of large shocks lead to a speculative mania”
(Kindleberger, 1978). But, “an event that is not of unusual size or duration can trigger a
sharp financial reaction” (Minsky, 1970). For example, think about the 1987 crash, which
“apparently had nothing particularly to do with any news story other than that of the crash
itself” (Shiller, 2000). I show that these irregular responses naturally fall out of a model
where the noise-trader population varies over time due to social interactions.

More generally, a common critique of the academic literature on speculative bubbles is
that these papers suffer from hindsight bias. They study a very special set of market episodes
where outside observers noticed something interesting going on. “After an event, attention
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tends to focus on people who predicted it. The ex post selection bias is obvious.” (Fama, 2014)
This critique suggests the need for a theory of which noise-trader demand shocks get noticed.
Should a fully-rational market analyst always recognize the effects of a sudden flood of noise
traders into a market? Because the model above provides a theory for the likelihood of large
vs. small noise-trader populations, it provides a way to answer this question. Although it’s
not the main focus of this paper, I develop this idea in more detail in Appendix C.

3 Asset-Pricing Model
Let’s now incorporate this time-varying crowd of noise traders into an asset-pricing model so
that we can analyze how their demand affects equilibrium prices.

3.1 Asset Prices

The idea behind the model is to study a discrete-time environment where the number of noise
traders in each period, nt, is drawn from the stationary distribution described in Proposition
2.2 with the reference price equal to the equilibrium price in the previous period, p̄ = pt−1.

Timing and Payouts. Imagine a market that proceeds in discrete time steps t = 0, 1, 2, . . ..
I will use t rather than τ ≥ 0 to denote these discrete periods. This market contains a single
risky asset that has a payout of vt dollars per share in period t. The size of this payout
evolves over time as follows:

∆vt = κ · (µ− vt−1) + σv · ξv,t (15)

In the equation above, µ� 0 is the risky asset’s average payout per period, κ ∈ (0, 1) is its
mean-reversion coefficient, σv > 0 is its volatility, and ξv,t ∼ N(0, 1) is an independent and
identically distributed shock. Assume there are ψ ≥ 0 shares of the risky asset.

Newswatchers. The market contains two kinds of agents: newswatchers and noise traders.
Newswatchers incorporate news about changes in the risky asset’s fundamental value into
its price. Newswatchers live for exactly one period, so every period there’s a new unit-mass
cohort of newswatchers indexed by j ∈ [0, 1]. The jth newswatcher in period t chooses his
demand, xj,t, to maximize his expected end-of-period utility:

xj,t = arg max
x

Ej

[
− e−γ·(vt−pt)·x

]
(16)

Newswatchers have constant relative risk aversion (CARA) utility. Above, Ej[·] denotes the
expectation of the jth newswatcher after observing a private signal (see next paragraph), and
γ > 0 denotes his risk-aversion coefficient, which is the same for all newswatchers.

The newswatchers within each cohort have heterogeneous beliefs. Prior to the start of
period t, the jth newswatcher observes a private signal sj,t. And, as a result, this newswatcher
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believes the risky asset’s payout can be decomposed as follows

vt = sj,t + σs · ξj,t (17)

where ξj,t ∼ N(0, 1) represents a shock that’s independent and identically distributed across
newswatchers within each cohort. There are two important details to notice about this
information structure. First, I assume that the heterogeneous beliefs of each cohort of
newswatchers’ are correct on average:

vt = E[sj,t] =
∫ 1

0
sj,t · dj (18)

Second, although different newswatchers get different private signals, every newswatcher’s
private signal has the same precision, 1/σ2

s. For readers familiar with the literature, this
information structure mirrors the one used in Admati (1985).

Noise Traders. In addition to newswatchers, there are also nt ≥ 0 noise traders in the
market each period. Whereas newswatchers cause the price of the risky asset to move in
response to changes in its fundamental value, the role of noise traders in the model to
sometimes cause the risky asset’s price to move for non-fundamental reasons. The number
of newswatchers in the market varies over time, depending on the equilibrium price in the
previous period. Specifically, nt is drawn from the stationary distribution described in
Proposition 2.2 while using p̄ = pt−1 as the reference price:

nt ∼

Ga
(
θ · pt−1 − 1, θ · pt−1

)
if pt−1 > p? = 1/θ

1{nt=0} otherwise
(19)

This population-size assumption is tantamount to assuming that the population dynamics
described in Section 2 play out once per discrete period t in this asset-pricing model.

Put differently, imposing Equation (19) is equivalent to assuming the following sequence
of events. At the start of each time period t, a single noise trader enters the market. After he
enters, the madness of crowds either takes over or doesn’t depending on both the reference
price p̄ = pt−1 and the prevailing value of θ. The noise-trader population that happens to
still be there at the end of the time-period t is drawn from a Gamma distribution given in
Proposition 2.2. And, this crowd of noise traders is responsible for any non-fundamental
demand shock that the asset realizes in period t.

Conditional on there being nt > 0 noise traders in the market, aggregate noise-trader
demand is drawn from a normal distribution with mean 0 and variance nt. Thus, the aggregate
noise-trader demand shock can be written as σz,t(θ) ·ξz,t where ξz,t ∼ N(0, 1) is an independent
and identically distributed shock and

σz,t(θ)
2 def

= nt · 1{pt−1>1/θ} (20)
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It’s as if a crowd of nt noise traders arrives in the market, the first noise trader draws a
random choice for his demand from a standard normal distribution, and then the remaining
noise traders all copy him and submit the exact same order. This is a simple way of modeling
mob psychology.

Equilibrium. We’re going to look for a Walrasian equilibrium with private valuations
for this model. For markets to clear, the aggregate demand of the newswatchers and the
aggregate demand of the noise traders must sum up to the total number of shares:∫ 1

0
xj,t · dj + σz,t(θ) · ξz,t = ψ (21)

This market-clearing condition pins down the equilibrium price. So, if newswatchers were fully
rational, they could each learn about each others’ signals by conditioning their beliefs on the
equilibrium price. However, to allow for equilibrium pricing errors, I assume that newswatchers
don’t do this; instead, they ignore the information content of prices so that the jth newswatcher
in period t chooses his demand according to xj,t = arg maxx E[−e− γ·(vt−pt)·x|sj,t].

It’s worth pausing for a moment here to discuss this equilibrium concept. There are two
things worth mentioning. First, this assumption is not new to this paper. Hong and Stein
(1999) motivate this modeling choice as a tractable way to represent bounded rationality on
the part of arbitrageurs. You can think about each newswatcher as having his hands full
acquiring the private signal, sj,t. This leaves them without enough mental bandwidth to
incorporate any additional information from prices. And, building on the results in Eyster
and Rabin (2005), Eyster et al. (2015) further show how to relax this assumption so that,
instead of completely ignoring prices, newswatchers simply pay too little attention to them.

Second, speculative bubbles are equilibrium pricing errors. And, to have an equilibrium
pricing error, a model needs to incorporate some sort of limits to arbitrage. I use this
particular form because it’s straightforward and clean—it doesn’t require us to introduce any
additional parameters. This inattention also turns out to be consistent with the hypothesis
that either noise traders flood the market or they don’t arrive at all (see Appendix C). But,
the exact way in which arbitrageurs are constrained is unimportant. I also didn’t specify
which behavioral bias is driving noise traders’ random order flow. These are intentional
modeling choices. The goal of this model is not to study any particular behavioral bias
or arbitrageur constraint. Rather, the goal is to make predictions about how often some
behavioral bias will cause some arbitrageur constraint to bind.

Asset Prices. Everything is now in place for us to solve the model. Given this information
structure, newswatchers use the following demand rule:

xj,t = 1
γ·σ2

s
· (sj,t − pt) (22)
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If his private signal is higher than the price, sj,t− pt > 0, then he buys; if his private signal is
lower, sj,t − pt < 0, then he sells. And, given this demand rule, the market-clearing condition
together with the correct-of-average assumption pin down the equilibrium pricing rule.

Proposition 3.1 (Asset Prices). The equilibrium pricing rule is given by:

pt = vt − γ · σ2
s × ψ + γ · σ2

s × σz,t(θ) · ξz,t (23)

The price is increasing in the fundamental value, vt; decreasing in the supply of shares, ψ;
and, increasing in the size of the non-fundamental demand shock, σz,t(θ) · ξz,t.

Each term on the right-hand side of Equation (23) has an economic interpretation. If
the risky asset’s fundamental value rises by $1, then the correct-of-average assumption in
Equation (18) implies that the average newswatcher signal will increase by $1. So, the price
of the risky asset should rise by $1 as well. What’s more, because newswatchers are risk
averse, γ > 0, they have to be compensated for holding a positive number of shares of the
risky asset in equilibrium, ψ > 0. If the asset were in zero net supply, ψ = 0, this term would
disappear. Finally, γ · σ2

s × σz,t(θ) · ξz,t is the effect of the non-fundamental demand shock on
equilibrium prices.

The effect of the non-fundamental demand shock on asset prices actually represents
the confluence of three different forces, however. The first is the limits to arbitrage. If
newswatchers were fully rational, then they would condition on the information content of the
equilibrium price when forming their expectations about the risky asset’s future payout, and
the price would fully reveal the fundamental value (Grossman, 1976). The limits of arbitrage
are what make it possible for the non-fundamental demand shock to affect equilibrium prices.
Thus, without the limits of arbitrage, all but the vt term would disappear, pt = vt. The
second is a behavioral bias. This is what shapes the distribution of the non-fundamental
demand shock coming from noise traders, ξz,t ∼ N(0, 1). Both of these first two forces
would exist without a time-varying population of noise traders. They are standard in the
behavioral-finance literature.

By contrast, the third is not. The third and final force captures the madness of crowds.
It’s a result of allowing the noise-trader population to vary over time due to social interactions,
σz,t(θ)

2 = nt ·1{pt−1>1/θ}. This force controls whether or not noise-trader behavioral biases will
cause arbitrageur constraints to bind as it flips from being precisely zero when pt−1 < p? = 1/θ,
to being a positive number when pt−1 > p? = 1/θ. A speculative bubble occurs in the model
when newswatchers happen to push the equilibrium price of the risky asset at time t − 1

above the critical threshold, pt−1 > p? = 1/θ, causing a large crowd of noise traders to flood
the market and distorting the equilibrium price at time t. In the analysis below, it will be
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Figure 3. Sample Price Path. Data are simulated using ψ = 0, θ = 1.2, µ = 0.6, κ = 0.8,
σv = 0.05, and γ · σ2

s = 1. x-axis in both panels represents time, t. Top Panel. Thick black
line is the risky asset’s realized price, pt. Thin grey line is risky asset’s fundamental value,
vt. Thin dashed blue line is critical price level, p? = 1/θ. When pt−1 < p?, there are no noise
traders at time t, nt = 0. When pt−1 > p?, there’s a non-zero population of noise traders at
time t, nt ∈ (0,∞). Bottom Panel. Vertical bars report the number of noise traders in the
market at time t, nt. Green means that these noise traders had positive demand, ξz,t > 0;
red means they had negative demand, ξz,t < 0. The five instances where Bt(θ) = 1 and
Bt−1(θ) = 0 are labeled on the x-axis with t1, t2, t3, t4, t5.

helpful to define a bubble indicator

Bt(θ)
def
= 1{pt−1>1/θ} = 1{σz,t(θ)>0} = 1{nt>0} (24)

to distinguish whether or not there’s a non-zero population of noise traders in the market at
time t—i.e., to distinguish whether or not this third term has any impact on prices.

Sample Price Path. It’s easiest to understand the asset-pricing implications of the madness
of crowds by studying a sample price path. Take a look at the top panel in Figure 3. The
thick black line depicts the risky asset’s realized price each period, pt, while the thin grey
line depicts this same asset’s fundamental value, vt. If the asset is in zero net supply, ψ = 0,
then these two lines should fall right on top of one another in the absence of any noise-trader
demand shocks. And, this is exactly what happens most of the time since there are no noise
traders in the market whenever pt−1 < p?. The thick black line is typically below the dashed
blue line representing p? = 1/θ.

That being said, there are five different points in time where the price of the risky asset
exceeds the critical price level—i.e., where Bt(θ) = 1 while Bt−1(θ) = 0. Each of these
instances is denoted by a label, t1, t2, t3, t4, t5, on the x-axis in the bottom panel of Figure
3. Recall that Bt(θ) = 1 implies that pt−1 > p? = 1/θ, which in turn implies that there’s a
non-zero population of noise traders in the market at time t, nt ∈ (0,∞). The height of the
bars in the bottom panel depicts the realized noise-trader population, nt, in each bubble
episode. And, the color of these bars represents whether the non-fundamental demand shock
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coming from the non-zero population of noise traders at time t, σz,t(θ) · ξz,t, was positive
(ξz,t > 0, green) or negative (ξz,t < 0, red).

3.2 Bubble Likelihood

In this asset-pricing model, the exact same social interactions explain why speculative bubbles
sometimes occur as well as why they generally do not. The same underlying population
dynamics are at work in both cases. As a result, the model is able to make testable predictions
about which assets are most likely to experience a speculative bubble.

Here’s what this means. A speculative bubble occurs in the model at time t when
newswatchers happen to push the reference price of the risky asset above pt−1 > p?, which
causes a crowd of noise traders to flood the market, σz,t(θ) > 0. Proposition 2.2 tells us how
this critical price level is set, p? = 1/θ. And, Proposition 3.1 tells us how the price of the risky
asset is determined in the absence of any noise-trader demand, pt = vt − γ · σ2

s × ψ when
nt = 0. And, we know how the fundamental value of the risky asset fluctuates over time:

Et−1[vt] = vt−1 + κ · (µ− vt−1) (25a)

Vart−1[vt] = σ2
v (25b)

So, given the time-(t − 1) price of the risky asset, the model can be used to compute the
probability that newswatchers will push the price of the risky asset across the critical threshold
in the next period, Pr[pt > p? | pt−1 < p?], as well as how this probability varies with θ.

Proposition 3.2 (Bubble Likelihood). Consider two risky assets with identical parameters µ,
κ, and σv. Suppose that these two assets have the same price level at time t−1, pt−1 < p? = 1/θ.
The asset with the higher θ is more likely to experience a speculative bubble:

∂
∂θ

Et−1[Bt+1(θ)] > 0 (26)

The main intuition of Proposition 3.2 is easy enough to explain in plain English. When
house prices rise by 10%, it’s national news. Everyone starts talking about housing. And,
it becomes a lot easier for housing speculators to convince their friends to speculate in the
housing market (Bailey et al., 2016). By contrast, while a 10% increase in the price of
textile stocks is a big deal for market participants, it’s not going to excite many uninformed
agents. Thus, given the same initial conditions, the housing market should be more likely to
experience a speculative bubble than the textile industry in the future. What Proposition 3.2
does is put this intuition into a form that you could take to the data.

21



4 Econometric Analysis
The model described in the previous section predicts that speculative bubbles should be
more common in assets where the same percentage change in prices generates relatively more
word-of-mouth buzz. I now test this prediction using data on monthly U.S. industry returns.

4.1 Data Description

I start by describing the data. To distinguish between theoretical objects and their empirical
counterparts, I will use teletype font to denote econometric variables—e.g., thetai,t will
denote a statistical estimate for the model parameter θ.

Industry Returns. Following Greenwood et al. (2017), I use the Fama and French (1997)
classification scheme to assign each stock in the CRSP database to one of 49 industries.3

The CRSP database contains monthly returns for each publicly traded stock over the period
from January 1928 to December 2017. However, I only have media-coverage data up to
December 2000, which leaves me with a sample that contains 2001 − 1928 = 73 years of
monthly observations—i.e., 876 monthly observations for each industry.

When computing each industry’s monthly return, I restrict the universe of stocks to
include only stocks that are actively traded on U.S. exchanges with a share code of 10, 11, and
12. I also do not consider the returns of stocks in the “other” industry because this does not
represent a cohesive collection of stocks that are connected to one another in any meaningful
way. There’s no way for traders to have an exciting conversation about a miscellaneous group
of unrelated stocks. Let mcapn,t denote the market capitalization of the nth stock in month t.
I calculate the value-weighted return of the ith industry as follows:

reti,t
def
=
∑
n∈i

(
mcapn,t−1∑
n∈i mcapn,t−1

)
· retn,t (27)

Rather than use the time series reported by Ken French on his website, I compute industry
3In Figures 4 and 5, I label each industry using the abbreviations provided in Fama and French (1997). 1)

aero: aircraft; 2) agric: agriculture; 3) autos: automobiles and trucks; 4) banks: banking; 5) beer: beer and
liquor; 6) bldmt: construction materials; 7) books: printing and publishing; 8) boxes: shipping containers; 9)
bussv: business services; 10) chems: chemicals; 11) chips: electronic equipment; 12) clths: apparel; 13) cnstr:
construction; 14) coal: coal; 15) drugs: pharmaceutical products; 16) elceq: electrical equipment; 17) fabpr:
fabricated products; 18) fin: trading; 19) food: food products; 20) fun: entertainment; 21) gold: precious
metals; 22) guns: defense; 23) hardw: computers; 24) hlth: healthcare; 25) hshld: consumer goods; 26) insur:
insurance; 27) labeq: measuring and control equipment; 28) mach: machinery; 29) meals: restaurants, hotels,
and motels; 30) medeq: medical equipment; 31) mines: non-metallic and industrial metal mining; 32) oil:
petroleum and natural gas; 33) paper: business supplies; 34) persv: personal services; 35) rlest: real estate;
36) rtail: retail; 37) rubbr: rubber and plastic products; 38) ships: shipbuilding and railroad equipment; 39)
smoke: tobacco products; 40) soda: candy and soda; 41) softw: computer software; 42) steel: steel works; 43)
telcm: communications; 44) toys: recreation; 45) trans: transportation; 46) txtls: textiles; 47) util: utilities;
48) whlsl: wholesale.
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returns manually so as to include recently listed stocks, which have historically been an
important part of speculative bubbles in the stock market (see Greenwood et al., 2017).

In principle, the resulting dataset should have 876× 48 = 42,048 industry-month obser-
vations. However, there are no stocks assigned to some industries in a given month. Try
naming a software company that existed in 1937. After accounting for missing observations
of this kind, I am left with 39,411 observations of value-weighted monthly returns spread
across all 48 industries. To provide a sense of what these returns look like, the solid black
lines in Figure 4 depict the outcome of continuously re-investing $1 in the value-weighted
return of each industry starting in January 1928. In other words, the black lines depict the
quantity $1× (1 + creti,Dec1927,h) for h = 1, . . . , 876 where

creti,t,h
def
=
∏h

h′=1(1 + reti,t+h′)− 1 (28)

If you had invested $1 in the automotive industry in January 1928, then you would have
had an additional $1,134.75 at the end of December 2000. Whereas, if you had invested that
same $1 in the steel industry, you would have only ended up with an extra $191.59.

Bubble Episodes. Again following Greenwood et al. (2017), I define a bubble episode as
an event where an industry experiences value-weighted returns of 100% or more during a
two-year period, in both raw and net of market terms. Let c̃reti,t,h denote the ith industry’s
cumulative return during months t+ 1, . . . , t+ h net of the market

c̃reti,t,h
def
=
∏h

h′=1(1 + reti,t+h′ − retm,t+h′)− 1 (29)

where retm,t denotes the return on the value-weighted market portfolio. I define the following
indicator variable for the existence of a bubble episode in months {t+ 1, . . . , t+ 24}:

episodei,t
def
= 1{creti,t,24>1} · 1{c̃reti,t,24>1} (30)

Returning to Figure 4, we see that there are 52 such bubble episodes spread across all 48

industries from January 1928 to December 1998. In the figure, the 24-month time interval
corresponding to each bubble episode is marked with a vertical grey bar. The numbers above
these bars count the total number of bubble episodes since January 1928.

Key Distinction. In addition to describing how speculative bubbles are distributed across
industries and over time, Figure 4 also helps illustrate how the contribution in this paper
differs from earlier work on speculative bubbles. This earlier work can be organized around
two different questions.

The first question is: ‘What would it mean, theoretically, for one of these periods of
extreme price appreciation to actually represent a speculative bubble?’ A key contribution
of the behavioral-finance literature is to point out how psychological biases can lead to
equilibrium pricing errors, such as speculative bubbles, when arbitrageurs are constrained
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Figure 4. Bubble Episodes. x-axis: time in months from January 1928 to December
2000. y-axis: dollars on a logarithmic scale. Each panel represents results for a single
industry, which are labeled using the abbreviations provided in Fama and French (1997); see
Footnote 3 for details. Suppose you continuously re-invested $1 in an industry starting in
January 1928. Thick black line: your wealth in month t. Vertical gray bars: bubble episodes
defined as 24-month periods where your wealth doubles. Number above each bar: total number
of bubble episodes since January 1928. Multi-colored vertical bars: return over 36 months
following a bubble episode.
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Figure 4. Bubble Episodes, Ctd. x-axis: time in months from January 1928 to December
2000. y-axis: dollars on a logarithmic scale. Each panel represents results for a single industry,
which are labeled using the abbreviations provided in Fama and French (1997); see Footnote
3 for details. Suppose you continuously re-invested $1 in an industry starting in January
1928. Thick black line: your wealth in month t. Vertical gray bars: bubble episodes defined as
24-month periods where your wealth doubles. Number above each bar: total number of bubble
episodes since January 1928. Multi-colored vertical bars: return over 36 months following a
bubble episode.
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(Barberis and Thaler, 2003). Papers in this literature answer this question using a naturalist’s
approach, collecting and naming particular psychological biases and arbitrageur constraints
that were at work during specific market episodes (Miller, 1977; De Long et al., 1990; Shleifer
and Vishny, 1997; Barberis et al., 1998; Daniel et al., 1998; Hong and Stein, 1999; Abreu and
Brunnermeier, 2003; Scheinkman and Xiong, 2003; Brunnermeier and Nagel, 2004; Baker and
Wurgler, 2006; Hong et al., 2007; Greenwood and Nagel, 2009; Xiong and Yu, 2011; Barberis
et al., 2015; Glaeser and Nathanson, 2017).

But, following each of the vertical gray bars denoting a 24-month bubble episode in Figure
4, there’s a colored bar denoting the industry’s cumulative return over the subsequent three
years. Red means that the industry’s return was negative after the bubble episode. Green
means that it was positive. The second question is: ‘Why’s there so much green?’ The
average ex-post return during the subsequent 36 months following each bubble episode is
8.76% per year, a positive number. This number is positive because predicting the peak of a
speculative bubble is hard. The book industry realized grew by 227% from June 1941 to May
1943 only to grow by another 280% from June 1943 to May 1946. The industry’s returns then
fell from June 1946 to May 1949. The inability to clearly define the beginning and end of
bubble episodes is why Fama (2014) called “bubble” a “treacherous term” in his Nobel lecture.

Greenwood et al. (2017) was written to answer this second question. They point out that,
even if industries realize returns of 8.76% per year on average following a two-year period of
extreme price appreciation, it’s still possible to predict which industries will realize immediate
crashes using other observable information. Industries that have extreme price growth over a
two-year period in conjunction with high return volatility, large share turnover, and lots of
new issuance tend to suffer sharp losses in the subsequent 36 months.

The goal of this paper is different. Instead of justifying the existence of speculative
bubbles or trying to predict their peak, this paper explains why some industries realize more
of these events than others. Put differently, why did the real-estate industry experience four
bubble episodes while textile stocks experienced none? What’s the relevant difference?

And, it’s worth noting that, in practice, the question of ‘Which asset is most likely to
experience a speculative bubble?’ is what much of the discussion about speculative bubbles
is actually about. Journalists investigate where the next major speculative bubble is most
likely to occur. In cryptocurrencies?4 In U.S. stocks?5 Or, maybe in Chinese real estate?6

And, policymakers are constantly worried about inadvertently causing a speculative bubble.
A December 2016 article in Forbes discussed how “China’s stimulus program [was] prone to

4“Bitcoin is heading to $10,000” CNBC. Oct 20, 2017.
5“Goldman’s Blankfein: Things Have Been Going Up for Too Long” Wall Street Journal. Sep 6, 2017.
6“Chinese Efforts to Stem Housing Bubble Show Promise” Bloomberg. Jun 11, 2017.
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blow more bubbles in the economy next year.”7

Media Coverage. If we want to use the model from Section 3 to predict which industries
are most likely to experience a bubble, then we need to estimate θ. Corollary 2.1 suggests a
way to do this by looking at the correlation between an industry’s returns, ∆p̄, and changes
in the rate at which noise traders lose interest in each asset during normal times, ∆g(ε, p̄). I
proxy for changes in noise-trader interest with a measure of industry-specific media coverage.
The motivation by this approach is that news outlets strategically choose which industries
to cover so as to maximize total readership (Mullainathan and Shleifer, 2005). Thus, if an
industry starts to get more coverage while p̄ < p?, then it’s likely that the transient population
of noise traders is remaining in the market longer. This is the same as saying that g(ε, p̄) has
increased. It’s still negative, but it’s not as negative as before.

Here’s how I estimate each industry’s media coverage in a given month. First, since
an article about agriculture might talk about things like ‘crop planting’ or ‘pesticides’ in
the title rather than ‘agriculture’, I construct a set of industry-specific keywords using the
SIC-subgroup descriptions found on the U.S. Department of Labor’s website.8 For example,
the agriculture industry has keywords ‘agriculture’, ‘pesticide’, ‘cotton gin’, ‘veterinary’, ‘crop
harvesting’, ‘crop planting’, ‘landscaping’, ‘farm’, ‘crops’, ‘livestock’, ‘cattle’, ‘hogs’, ’swine’,
‘farm animals’, ‘commercial fishing’, and ‘animal feed’. Then, for each industry, I search the
entire historical Wall Street Journal archives for articles that include that industry’s keywords
in its title. These archives are available via ProQuest, and they cover the time period from
January 1928 to December 2000.

Let #articlesi,t denote the average number of articles per day during month t that
include one of the ith industry’s keyword in the title. I then define the percent of all media
coverage dedicated to the ith industry in month t as follows:

%articlesi,t
def
= 100×

(
#articlesi,t∑
i′ #articlesi′,t

)
(31)

Figure 5 shows how each industry’s media coverage varies over time. The thin gray line
shows the raw data; while the thick black line shows a LOESS-smoothed version. It’s clear
from this figure that some industries get a lot more coverage than others—e.g., compare the
finance industry to the coal industry. But, what we’re going to study in the analysis below is
not the average coverage of a particular industry. We’re not interested in the level of media
coverage. What we’re going to study how this level co-varies with changes in an industry’s
price level as motivated by Corollary 2.1.

7China Blowing Major Bubbles In 2017. Forbes. Dec 19, 2016.
8See https://www.osha.gov/pls/imis/sic_manual.html

27

https://www.osha.gov/pls/imis/sic_manual.html


aero agric autos banks beer

bldmt books boxes bussv chems

chips clths cnstr coal drugs

elceq fabpr fin food fun

gold guns hardw hlth

‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00

2

4

6

8

0

1

2

3

4

2.5

5.0

7.5

10.0

0

1

2

3

4

0

2

4

6

5

10

0

2

4

6

0

1

2

3

10

20

30

0.0

0.5

1.0

1.5

5
10
15
20
25

0.0
0.5
1.0
1.5
2.0

0.0

2.5

5.0

7.5

0

10

20

30

0

2

4

0.0

0.2

0.4

0.6

0.8

0.0

2.5

5.0

7.5

0

2

4

0

2

4

6

8

0

5

10

15

20

0

2

4

6

0.0
0.5
1.0
1.5
2.0

0

5

10

15

0

2

4

6

Figure 5. Media Coverage. x-axis: time in months from January 1928 to December 2000.
y-axis: percent of all articles per day. Let #articlesi,t denote the average number of WSJ
articles per day during month t that include a reference to the ith industry in the title. Each
panel represents results for a single industry, which are labeled using the abbreviations provided
in Fama and French (1997); see Footnote 3 for details. Thin gray line: percent of WSJ articles
per day in month t that reference the ith industry, 100 × #articlesi,t/

∑
i′ #articlesi′,t.

Thick black line: LOESS-smoothed version of this time series.

28



hshld insur labeq mach meals

medeq mines oil paper persv

rlest rtail rubbr ships smoke

soda softw steel telcm toys

trans txtls util whlsl

‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00 ‘40 ‘60 ‘80 ‘00

0

1

2

3

0

2

4

6

0

2

4

6

0

2

4

6

0.0
0.5
1.0
1.5
2.0

0

1

2

3

0.0
0.5
1.0
1.5
2.0

0.0

0.5

1.0

1.5

2.0

0.0

0.5

1.0

1.5

2.0

0.00

0.25

0.50

0.75

1.00

0.0
0.5
1.0
1.5
2.0

0.0

0.5

1.0

1.5

0
1
2
3
4
5

0.00
0.25
0.50
0.75
1.00
1.25

0

5

10

15

0
1
2
3
4
5

0

2

4

6

0.0

0.5

1.0

0.0

2.5

5.0

7.5

10.0

0

5

10

15

0

2

4

6

0

3

6

9

0.0

0.5

1.0

2

4

6

Figure 5. Media Coverage, Ctd. x-axis: time in months from January 1928 to December
2000. y-axis: percent of all articles per day. Let #articlesi,t denote the average number
of WSJ articles per day during month t that include a reference to the ith industry in
the title. Each panel represents results for a single industry, which are labeled using the
abbreviations provided in Fama and French (1997); see Footnote 3 for details. Thin gray
line: percent of WSJ articles per day in month t that reference the ith industry, 100 ×
#articlesi,t/

∑
i′ #articlesi′,t. Thick black line: LOESS-smoothed version of this time

series.

29



4.2 Empirical Evidence

Let’s now use this data to test the model’s predictions.

Regression Specification. Specifically, consider a logistic regression that estimates the
relationship between the start of a bubble episode

bubble.starti,t
def
= episodei,t × (1− episodei,t−1) (32)

and the interaction term θ · p̄:
bubble.starti,t = β̂0 + β̂pbar · pbari,t

+ β̂theta · thetai,t
+ β̂pbar×theta · (pbari,t × thetai,t) + · · ·+ ei,t

(33)

Because we’re interested in predicting the onset of a speculative bubble, I remove the 59

months worth of observations following the beginning of the bubble from the dataset. In
other words, the dataset used in the logistic regressions contains only one observation per
bubble episode. In Figure 4, this single observation corresponds to the very first month in
each vertical colored region (the bubble episodes) as well as all of the months outside of these
vertical colored regions (normal times).

Because there’s no well-defined price level for an entire industry, I estimate the reference
price of each industry, p̄, by computing the cumulative return of the industry over the previous
five years:

pbari,t
def
= $1× (1 + creti,t−60,48) (34)

This might seem odd at first, but note that this is what happens every time traders study
house-price indexes that have been normalized to one at a previous date (Case and Shiller,
1987). We only want to use data from during normal times to calculate pbari,t. And, while
Greenwood et al. (2017) offer an excellent working definition, there’s no clear consensus
about how to precisely pinpoint the start of a speculative bubble. So, I leave a 12-month
gap between the bubble-start month defined by bubble.starti,t = 1 and the data used to
calculate pbari,t. This way, the estimates for each industry’s reference price won’t accidentally
include any data from months where prices were distorted due to a large inflow of noise
traders.

I then proxy for θ by computing the partial correlation between each industry’s monthly
returns during the past five years and the same industry’s media coverage:

thetai,t
def
=

∑60
h=13 (%articlesi,t−h+1 − 〈%articlesi〉) · (reti,t−h+1 − 〈reti〉)∑60

h=13 (reti,t−h+1 − 〈reti〉)2
(35)

This just means regressing the percent of all Wall Street Journal articles that mention the ith
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industry in month t′ on the ith industry’s returns in month t′ using data on the 48 months
t′ ∈ {t − 59, . . . , t − 12}. I calculate thetai,t using a separate regression for each industry
in each month. This estimation strategy is motivated by the limiting result for θ given in
Corollary 2.1. Again, to make sure I’m not using any information from month where bubble
dynamics are already at work, I leave a 12-month gap between the end of the data sample
used to estimate thetai,t and the current month.

Finally, as control variables, I also compute the average of an industry’s value-weighted
dividend-to-price ratio over the previous five years, (d/p)i,t, as well as the average of an
industry’s percent of media coverage over the same time period, coveragei,t. The first control
provides a crude measure of industry-level valuations. After all, Proposition 3.2 makes a
prediction about which of two assets with the same fundamentals is more likely to experience
a speculative bubble. The second control provides a way to distinguish between the effect
of changes in an industry’s price-to-media coverage correlation, thetai,t, and the effect of
changes in the level of media coverage dedicated to an industry, %articlesi,t. The model’s
predictions should operate through thetai,t and not through %articlesi,t.

Empirical Evidence. The first column of Table 1 presents the main empirical evidence in
support of the model. It shows that the coefficient on the interaction term in this regression
is statistically significant and positive, β̂pbar×theta = 7.50. To get a sense of the economic
magnitude, consider the following thought experiment. Suppose that industry A is in the top
quintile in terms of thetai,t while industry B is in the bottom quintile in terms of thetai,t.
Now, suppose that each industry realizes a shock to fundamentals that moves it from the
bottom to the top quintile in terms of pbari,t. These shocks will make it easier for existing
noise traders in both industry A and industry B to entice uninformed agents to enter the
market. However, the model predicts that the effect should be stronger for industry A where
θ is higher. And, the estimates in the first column of Table 1 bear this prediction out. The
numbers in this column imply that this increase in the reference price would increase industry
A’s probability of experiencing a speculative bubble by 0.13% more than it would increase
industry B’s probability. This may not sound like a big effect, but speculative bubbles are
really rare. They happen in only 0.12% of all industry-month observations.

The remaining columns in this table provide robustness checks for this result. Column (2)

shows that the model’s predictions hold within industry. The result isn’t just explained by
some industries realizing bubbles more often than others. Pick an industry. That industry is
more likely to realize a speculative bubble following months when pbari,t × thetai,t is higher.
The third column, which includes a control for industry-level valuation, gives evidence that
the result is not explained by differences in valuations across industries. In other words, the
point estimate of β̂pbar×theta = 7.50 is not the result of comparing under-valued industries to
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Dependent Variable: bubble.starti,t
(1) (2) (3) (4) (5) (6)

intercept −1.66
(1.68)

· −0.69
(1.70)

−1.30
(1.70)

−1.35
(1.72)

·

pbari,t −4.86
(1.14)

??? −3.07
(1.06)

??? −4.71
(1.16)

??? −4.84
(1.14)

??? −4.83
(1.16)

??? −3.14
(1.08)

???

thetai,t −7.40
(3.27)

?? −4.29
(3.12)

−7.22
(3.31)

?? −7.44
(3.29)

?? −7.60
(3.33)

?? −4.77
(3.15)

pbari,t × thetai,t 7.50
(1.97)

??? 4.56
(1.87)

?? 7.26
(2.03)

??? 7.55
(1.97)

??? 7.73
(2.03)

??? 4.73
(1.91)

???

(d/p)i,t · · −4.06
(1.19)

??? · · −1.48
(1.23)

coveragei,t · · · −0.25
(0.12)

?? −0.14
(0.24)

−0.17
(0.28)

pbari,t × coveragei,t · · · · −0.09
(0.18)

·

Industry FE N Y N N N Y

# Observations 34,087

Table 1. Empirical Evidence. Coefficient estimates for the parameters in the logistic
regression specified in Equation (33). Each column reports results from a separate regression.
bubble.starti,t is an indicator variable for the beginning of a speculative bubble. A bubble
episode as an event where an industry experiences value-weighted returns of 100% or more
during a two-year period, in both raw and net of market terms. pbari,t is an industry’s
reference price computed over the past five years. thetai,t is an estimate for an industry’s θ
parameter based on the correlation between media coverage and returns over the past five years.
(d/p)i,t is an industry’s dividend-to-price ratio over the past five years. And, coveragei,t is
an estimate for the level of an industry’s media coverage over the past five years. Numbers in
parentheses are standard errors. Statistical significance: ? = 10%, ?? = 5%, and ??? = 1%.

over-valued industries.
The fourth and fifth columns give evidence that the result is not about the amount of

media coverage dedicated to an industry on its own. The predictions are specific to how
an industry’s media coverage varies with its price level. And, it’s worth pointing out that,
not only is the positive and statistically significant point estimate for β̂pbar×theta nearly
unchanged in the first column vs. the fourth and fifth columns, the point estimates for β̂theta
and β̂coverage in these columns all negative. In addition, the interaction between an industry’s
reference price and its level of media coverage is statistically indistinguishable from zero.
Taken together, these facts further support the idea that the predictive power reflected in
β̂pbar×theta is the result of the economic intuition developed in Sections 2 and 3.

Threshold Effect. Here’s one last piece of supporting evidence. The model in Section 3 is
written down to explain large inflows of noise traders and the resulting large price distortions
that we call bubbles. The model shouldn’t be useful in explaining small positive price
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movements. Put differently, if we redefined bubble episodes as events where an industry’s
value-weighted returns grew by 10% over the course of two years rather than 100% like in
Greenwood et al. (2017), then the model’s predictive power should vanish. And, this is
something we can test.

The top panel in Figure 6 shows how the estimate for β̂pbar×theta varies as I increase the
two-year return cuttoff that defines a bubble episode from 0% to 120%. And, the bottom
panel shows the number of episodes classified as bubbles using a given cuttoff on a logarithmic
scale. As you move from right to left, the cutoff for what counts as a bubble gets lower, so
more episodes are getting classified as bubbles. In the extreme, using a 0% cuttoff would
imply that an industry realizes a ‘bubble’ every time it has positive returns over two years.
The vertical red line at 100% corresponds to the point estimate of β̂pbar×theta in Table 1.

We should expect that β̂pbar×theta is going to get weaker as we lower the bubble-defining
cuttoff. After all, doing so adds in more events that aren’t really caused by sudden inflows
of noise traders. But, the interesting thing is how the effect decays. It doesn’t gradually
disappear. There is a sharp dropoff starting at a cuttoff of around 100%. And, there is
absolutely no predictive power when using any cuttoff below 80%. Thus, while the model
was designed to make predictions about the onset of extreme events, it turns out that it also
only makes useful predictions about the onset of extreme events.
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A Technical Appendix
Proof (Proposition 2.1). If the noise-trader population adheres to the logistic growth model
with Θ(n, p̄) = θ · p̄ · (1− n) · n and Ω(n) = n, then

1. n = 0 is a steady-state solution for all reference prices p̄ > 0 since G(0, p̄) = θ · p̄ · (1−
0) · 0− 0 = 0. This steady-state value is only asymptotically stable when p̄ < p? = 1/θ
since this condition implies that

∂
∂n

[G(n, p̄)]n=0 = θ · (p̄− 1/θ)− 2 · θ · p̄ · 0 < 0

Thus, when p̄ < p?, we have the following relationship for sufficiently small ∆n > 0 and
n0 = 0:

G(n0 + ∆n, p̄) ≈ − θ · (p̄− p?) ·∆n < 0

2. When p̄ > p?, n = (p̄− p?)/p̄ > 0 is an additional steady-state solution since

G(n, p̄) = 0 = θ · (p̄− 1/θ) · n− θ · p̄ · n2 ⇔ n = (p̄− p?)/p̄
The solution is asymptotically stable for all p̄ > p? since this condition implies that:

∂
∂n

[G(n, p̄)]n=0 = θ · (p̄− 1/θ)− 2 · θ · p̄ · 0 > 0

Thus, when p̄ > p?, we have the following relationship for sufficiently small ∆n ≈ 0 and
n0 = (p̄− p?)/p̄:

G(n0 + ∆n, p̄) ≈ − θ · (p̄− p?) ·∆n
{
< 0 if ∆n > 0

> 0 if ∆n < 0

Proof (Corollary 2.1). Let p̄ and p̄′ denote reference prices in two consecutive markets with
∆p̄

def
= p̄− p̄′. And, suppose that each market starts out with n0 noise traders at time τ = 0

for some arbitrarily small n0 > 0. Then, we can write the per capita noise-trader population
growth rate as:

g(n0, p̄) = θ · (p̄− p?) + O[n0]

In the equation above, O[n0] represents ‘Big O’ notation. We say that f(x) = O[x] as x→ 0
if there exists a positive constant φ > 0 such that |f(x)| ≤ φ · x for all |x| < xmax. This means
we can define the change in the per capita noise-trader population growth rate as:

∆g(n0, p̄)
def
= g(n0, p̄)− g(n0, p̄

′) = θ · (p̄− p̄′) + O[n0]

Multiplying both sides by ∆p̄ and re-arranging yields:
∆g(n0, p̄)·∆p̄

∆p̄·∆p̄ = θ + O[n0]

And, taking the limit as the initial noise-trader population becomes negligible gives the
desired result.

Proof (Proposition 2.2). Let yτ ∈ (0,∞) denote a stochastic process

dyτ = m(yτ ) · dτ + σy · s(yτ ) · dξy,τ
where τ ≥ 0, m(y) denotes the drift term, σy > 0 is a positive constant, s(y) > 0 is the
diffusion term, and dξy,τ is a standard Brownian-motion process. Assume that s(0) = 0 and
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that m(∞) = −∞. Finally, let Fy(τ, y0) denote the probability-density function (PDF) for
this stochastic process at time τ ≥ 0 given the initial value y0.

The Stratonovich interpretation of the Fokker-Plank equation dictates that:
∂
∂τ

[Fy(τ, y0)] = − ∂
∂y

[
(m(y) + 1

2
· σ2

y · d
dy

[s(y)] · s(y)) · Fy(τ, y0)
]

+ 1
2
· σ2

y · ∂
2

∂y2

[
s(y)2 · Fy(τ, y0)

]
And, a stationary distribution has the property that ∂

∂τ
[Fy(τ, y0)] = 0 for all y0 ∈ [0,∞).

Thus, the stationary distribution must satisfy the following condition:
∂
∂y

[
(m(y) + 1

2
· σ2

y · d
dy

[s(y)] · s(y)) · Fy(τ, y0)
]

= 1
2
· σ2

y · ∂
2

∂y2

[
s(y)2 · Fy(τ, y0)

]
This restriction, together with the boundary conditions that m(∞) = −∞ and s(0) = 0, gives
us the following functional form for the stationary distribution:

Fy(·) = 1
K·s(y)

· exp
(

1
σ2
y/2
·
∫ y

0
m(y′)
s(y′)2

· dy′
)

given K =

∫ ∞
0

1
s(y)
· exp

(
1

σ2
y/2
·
∫ y

0
m(y′)
s(y′)2

· dy′
)
· dy <∞

If we substitute in the functional form for the noise-trader population dynamics in Equation
(13), then we have:

m(n) = θ · (p̄− 1/θ) · n− θ · p̄ · n2

s(n) = n

So, when p̄ > p? = 1/θ, the solution above dictates that:

Fn(p̄) =
(θ · p̄)θ·p̄−2

Γ(θ · p̄− 1)
· n

θ·p̄−2

eθ·p̄·n

And, this is the functional form of the PDF for the Gamma distribution, Ga(a, b)
def
= ba

Γ(a)
· xa−1

eb·x

with a = θ · p̄− 1 and b = θ · p̄. This distribution is defined for all x ∈ (0,∞). When p̄ < p?
this PDF is undefined. This corresponds to a solution where nτ = 0 is an absorbing boundary.
See Horsthemke and Lefever (2006, Ch. 6.4) for further details.

Proof (Proposition 3.1). A newswatcher who solves the optimization problem in Equation
(16) will have demand given by:

xj,t = 1
γ·σ2

s
· (sj,t − pt)

And, the market-clearing condition in Equation (21) implies that:

ψ =
∫ 1

0
1

γ·σ2
s
· (sj,t − pt) · dj + σz,t(θ) · ξz,t

So, since the newswatcher signals are correct on average, we can conclude that:

ψ = 1
γ·σ2

s
· (vt − pt) + σz,t(θ) · ξz,t

Rearranging this equation so that the price is on the left-hand side gives the desired result.

Proof (Proposition 3.2). The probability of realizing a speculative bubble at time t given
that pt−1 < p? can be written as

E[Bt+1(θ) | pt−1 < p?] = Pr[pt > p? | pt−1 < p?]
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And, given the stochastic process governing the fundamental value of the risky asset specified
in Equation (15) we know that

Et−1[pt] = κ · µ+ (1− κ) · pt−1 − γ · σ2
s · ψ

Vart−1[pt] = σ2
v

Thus, we can write the probability density function (PDF) for the price of the risky asset at
time t given pt−1 < p? as

Fp(pt−1) = 1
σv ·
√

2·π · e
− 1

2·σ2v
·(p−Et−1[pt])2

This PDF can be used to write down an integral expression for the probability of a speculative
bubble in the next period:

E[Bt+1(θ) | pt−1 < p?] =
∫∞

1/θ
Fp(pt−1) · dp

Notice that θ plays no part in Fp(pt−1). It only enters into the integral as a boundary
condition. Fp(pt−1) is a strictly positive function. And, increasing θ increases the interval
over which the integral is evaluated. Thus, E[Bt+1(θ) | pt−1 < p?] is increasing in θ.
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B Logistic Approximation
This appendix shows that, if noise traders engage in feedback trading, then their population
dynamics will behave as if they are governed by the logistic growth model.

Feedback Trading. Feedback trading occurs when an initial price shock generates excess
media coverage and word-of-mouth buzz, which attracts noise traders to the market, which
generates even more media coverage and word-of-mouth buzz, which attracts still more noise
traders, which. . . . This narrative incorporates four key elements.

1. First, there must be some notion of a typical size for the noise-trader population.
Without loss of generality, let’s normalize this size to n = 0.

2. Second, the noise-trader population dynamics should reflect the fact that the population
grows due to social interactions. “It is a very strong result here that both individual
and institutional investors generally do not get interested in individual stocks by
reading about them alone. There is a strong interpersonal component to investing,
as hypothesized in epidemic models.” (Shiller and Pound, 1989) Traders go “mad in
herds” (Mackay, 1841). Thus, since it’s harder to attract additional noise traders when
there are fewer uninformed agents left to interact with, the crowd of noise traders
should grow most rapidly when it’s small and then grow more and more slowly as it gets
larger and larger. In short, the arrival rate should be convex in the current noise-trader
population, ∂2

∂n2 [Θ(n, p̄)] < 0.
3. Third, the probability that each noise trader loses interest and departs the crowd of

noise traders should be independent of noise-trader population size. That same Mackay
(1841) epigram says that traders “recover their senses slowly and one by one”. In other
words, the per capital departure rate, 1

n
· Ω(n), should be constant.

4. Finally, Shiller (2000) describes how “whenever the market reaches a new high, public
speakers, writers, and other prominent people suddenly appear, armed with explanations
for the apparent optimism seen in the market”. He points out that “the new era
thinking they promote is part of the process by which a boom may be sustained and
amplified—part of the feedback mechanism that. . . can create speculative bubbles”.
Thus, the first noise traders who get excited and enter the market should find it easier
to attract additional uninformed agents to join them when price levels are higher,
∂2

∂n∂p̄
[Θ(n, p̄)]n=0 > 0. But, to make sure we aren’t assuming the result, these price

changes shouldn’t have any higher-order effects, ∂2
∂n2 [Θ(n, p̄)] = 0.

The definition below converts these four elements into properties of the growth, arrival,
and departure rates for the noise-trader population.

Definition B (Feedback Trading). We say that noise-trader population dynamics are governed
by feedback trading if the following four conditions are satisfied:

1. For all p̄ > 0, we have that G(0, p̄) = 0.
2. For all n ∈ (0, 1) and p̄ > 0, we have that ∂2

∂n2 [Θ(n, p̄)] < 0.
3. There’s some ω > 0 such that Ω(n) = ω · n for all n ∈ [0, 1).
4. For all p̄ > 0, we have that ∂2

∂n∂p̄
[Θ(n, p̄)]n=0 > 0 and ∂2

∂n2 [Θ(n, p̄)] = 0.

Logistic Approximation. A noise-trader population that obeys the logistic growth model
is clearly governed by feedback trading. But, so too would a noise-trader population with the
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arrival rate Θ(n, p̄) = p̄ · (1− e−θ·n). These growth rates look superficially different. But, it
turns out that they lead to identical behavior in the neighborhood of p?.

Proposition B (Logistic Approximation). Suppose that a population of noise traders has
growth rate G(n, p̄). If there exists some p̄− > 0 such that ∂

∂n
[G(n, p̄−)]n=0 < 0 and the noise

traders engage in feedback trading (Definition B), then the population of noise traders also
displays a transcritical bifurcation at price p?.

Here’s the intuition behind this result. First, if the population of noise traders engages in
feedback trading, then we know that the initial arrival rate is increasing in the price level,
∂2

∂n∂p̄
[Θ(n, p̄)]n=0 > 0, for all p̄ > 0. Higher prices make it easier for the first noise trader to

recruit his friends. And, we also know that there exists a price level, p̄− > 0, such that the
initial per capita growth rate is negative, ∂

∂n
[G(n, p̄−)]n=0 < 0. So, via the implicit-value

theorem, we know that there must exist some p? > p̄− such that

∂
∂n

[G(n, p̄)]n=0

{
< 0 if p̄ < p?

> 0 if p̄ > p?

Finally, if we Taylor expand the population growth rate around the point, (0, p?), then
we see that the remaining criteria in the definition of feedback trading imply that, to a
second-order approximation, this growth rate must behave just like the logistic growth model.
i.e., the restrictions in Definition B imply that there exist positive constants, ϕ, χ > 0, such
that when n ∈ [0, ε) and p̄ ∈ (p? − δ, p? + δ) for sufficiently small values of ε, δ > 0:

G(n, p̄) = ϕ · (p̄− p?) · n− χ · n2 + O[n3]

Clearly, for a dynamical system with this functional form, n = 0 is a steady-state solution for
all p̄ > 0 since G(0, p̄) = ϕ · (p̄− p?) · 0− χ · 02 = 0. What’s more, given the derivative at
zero, ϕ · (p̄− p?), we can see that n = 0 will only be an asymptotically stable steady-state
solution when p̄ < p?. As soon as p̄ > p?, this steady-state solution will switch from stable to
unstable as in Figure 1. And, notice that, if ϕ = χ = θ and p? = 1/θ, then the growth rate in
the equation above is identical to the logistic growth model. So, although this model is an
extremely stylized model of social interactions, it’s nevertheless emblematic of a more general
phenomenon. It embodies “activity that is self-sustaining once the measure of that activity
passes a certain minimum level” (Schelling, 1978).

Proof (Proposition B). The definition of feedback trading implies the following sign restric-
tions for the derivatives of G(n, p̄):

1. n = 0 is a steady-state solution for all p̄ > 0 implies that ∂
∂p̄

[G(n, p̄)]n=0 = 0.
2. ∂2

∂n2 [Θ(n, p̄)] < 0 and Ω(n) = ω · n imply that ∂2

∂n2 [G(n, p̄)] < 0.
3. ∂2

∂n∂p̄
[Θ(n, p̄)]n=0 > 0 and Ω(n) = ω · n imply that ∂2

∂n∂p̄
[G(n, p̄)]n=0 > 0.

4. ∂2

∂p̄2
[Θ(n, p̄)] = 0 and Ω(n) = ω · n imply that ∂2

∂p̄2
[G(n, p̄)] = 0.

If i) there exists some p̄− > 0 such that ∂
∂n

[G(n, p̄−)]n=0 < 0 and ii) for all p̄ > 0 we have
that both ∂2

∂n∂p̄
[G(n, p̄)]n=0 > 0 and ∂2

∂p̄2
[G(n, p̄)]n=0 = 0, then via the implicit value theorem

there must be some critical price level, p? > 0, such that

∂
∂p̄

[G(n, p̄)]n=0

{
< 0 if p̄ < p?

> 0 if p̄ > p?
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Now, consider a Taylor expansion of G(n, p̄) around the point (0, p?) where n ∈ [0, ε) and
p̄ ∈ (p? − δ, p? + δ) for sufficiently small ε, δ > 0:

G(n, p̄) ≈
=0︷ ︸︸ ︷

G(0, p?) +

=0︷ ︸︸ ︷
∂
∂n

[G(0, p?)] ·n+

=0︷ ︸︸ ︷
∂
∂p̄

[G(0, p?)] ·(p̄− p?)
+ 1

2
· ∂2
∂n2 [G(0, p?)] · n2 + ∂2

∂n∂p̄
[G(0, p?)] · n · (p̄− p?) + 1

2
· ∂2
∂p̄2

[G(0, p?)]︸ ︷︷ ︸
=0

·(p̄− p?)2

Thus, in order for n > 0 to be a steady-state solution, we must have that

0 = 1
2
· ∂2
∂n2 [G(0, p?)]︸ ︷︷ ︸

<0

·n2 + ∂2

∂n∂p̄
[G(0, p?)]︸ ︷︷ ︸
>0

·n · (p̄− p?)

This is only possible for n > 0 if (p̄− p?) > 0, yielding a solution:

n = − 2 ·
∂2

∂n∂p̄
[G(0, p?)]

∂2

∂n2 [G(0, p?)]
· (p̄− p?) > 0

Furthermore, this positive solution will only be stable if

0 > ∂nG(n, p̄) = ∂2

∂n2 [G(0, p?)] · n+ ∂2

∂p̄∂n
[G(0, p?)] · (p̄− p?)

Plugging in the functional form for n yields:
∂2

∂n2 [G(0, p?)] · n+ ∂2

∂p̄∂n
[G(0, p?)] · (p̄− p?) = − ∂2

∂p̄∂n
[G(0, p?)] · (p̄− p?)

Thus, we can conclude that the solution is stable for p̄ > p? since ∂2

∂p̄∂n
[G(0, p?)] > 0. We’ve

just shown that any population growth rate that displays feedback trading will also display a
sudden change in steady states at a critical value p? just like the logistic growth model.
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C Bubble Recognition
This appendix uses the asset-pricing model from Section 3 to make predictions about the
kind of market episode that will get noticed ex post as a speculative bubble.

Price Signal. Suppose that the price of the risky asset has just crossed the critical threshold,
pt−1 > p?. And, for simplicity, assume that i) ψ = 0 and γ · σ2

s = 1 so pt = vt − σz,t(θ) · ξz,t
and that ii) κ = 0 and σ2

v = 1 so ∆vt = ξv,t + σz,t(θ) · ξz,t. Now, suppose you’re a market
analyst who knows the fundamental value in the previous period, vt−1, but doesn’t know
how this value changed in the most recent period, ξv,t. Think of yourself as a sophisticated
trader who lacks experience with this particular risky asset and doesn’t have any personal
connections. The price would fully reveal the fundamental value of the risky asset during
normal times. But, you are in the dark about the number of noise traders currently in the
market, nt, or the size of the aggregate demand shock, ξz,t.

Under these conditions, the realized price change in the current period, ∆pt = pt − pt−1,
provides you with a signal about the size of the noise-trader demand shock:

∆pt = ∆vt + σz,t(θ) · ξz,t
= ξv,t + σz,t(θ) · ξz,t

A large price increase could be the result of positive news about fundamentals, ξv,t > 0, or
a positive noise-trader demand shock, σz,t(θ) · ξz,t. And, for convenience, let’s use a single
letter σz,t(θ) · ξz,t def

= Ez,t to denote this shock.
Inference Problem. So, let’s ask the natural question: ‘Given the realized price change,

∆pt, what can you say about the size of the noise-trader demand shock, Ez,t?’ Bayes’ theorem
tells us that the condition probability of any particular value of Ez,t is:

Pr[Ez,t|∆pt, pt−1] ∝ Pr[∆pt|Ez,t] · Pr[Ez,t|pt−1]

This means that, if you’re fully rational, then you’re going to guess the size of the noise-trader
demand shock by solving the optimization problem below:

Êz(∆pt, pt−1)
def
= arg max

E∈R

{
Pr[∆pt|E ] · Pr[E|pt−1]

}
What’s more, since ∆pt|Ez,t ∼ N(0, 1), this is equivalent to computing Êz(∆pt, pt−1) by solving
the penalized least-squares problem below for Pen[E|pt−1]

def
= log Pr[E|pt−1]:

Êz(∆pt, pt−1) = arg min
E∈R

{ “log likelihood”
1
2
· (∆pt − E)2 +

“log prior”
log Pr[E|pt−1]

}
= arg min

E∈R

{
1
2
· (∆pt − E)2

“least squares”
+ Pen[E|pt−1]

“penalty”

}
Bubble Recognition. If noise-trader demand shocks were normally distributed with constant

variance, Ez,t ∼ N(0, σ2
z) for some fixed σz > 0, then your inference problem would be

completely standard:

Êz(∆pt, pt−1) = arg min
E∈R

{
1
2
· (∆pt − E)2 + 1

2
· (1/σ2

z) · E2
}

=
(

σ2
z

1+σ2
z

)
·∆pt

This solution above follows directly from Bayesian updating with Gaussian variables (Veld-
kamp, 2011), and it implies that you would always be able to learn something about the size
of the noise-trader demand shock from prices: Êz(∆pt, pt−1) = 0 if and only if ∆pt = 0.
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However, your inference problem is different. While it’s true that noise-trader demand
shocks are normally distributed conditional on the current noise-trader population, Ez,t|nt ∼
N(0, nt), this population itself is a random variable drawn from a Gamma distribution,
nt|pt−1 ∼ Ga

(
θ · pt−1− 1, θ · pt−1

)
, that could take on any value nt ∈ (0,∞). And, as someone

who doesn’t have experience trading the risky asset or personal connections in this market,
you don’t know the current size of the noise-trader population, nt. Thus, the particular
noise-trader demand shock distribution is a weighted mixture of normal distributions:

Pr(Ez,t|pt−1) =
∫∞

0
Pr(Ez,t|nt) · Pr(nt|pt−1) · dnt

Ideally, you could just solve for Êz(∆pt, pt−1) in this new normal-mixture setting like
before. First, substitute the functional form of the penalty, Pen[Ez,t|pt−1] = log

∫∞
0

Pr[Ez,t|nt] ·
Pr[nt|pt−1]·dnt, into the penalized maximum likelihood problem. Then, evaluate the first-order
condition to find Êz(∆pt, pt−1). But, it turns out that this isn’t always possible.

Proposition C (Bubble Recognition). Define the following cutoff value:

C(pt−1)
def
= min
E>0

{
E + ∂

∂EPen[E|pt−1]
}

1. If p? < pt−1 ≤ 3/2 ·p?, then the Bayesian estimate for the size of the noise-trader demand
shock, Êz(∆pt, pt−1), is not well-defined since limE→∞ Pr[E|pt−1] =∞ in this region.

2. If 3/2 · p? < pt−1 ≤ 2 · p?, then Êz(∆pt, pt−1) is well-defined and C(pt−1) > 0. But, this
estimate is precisely zero for all realized price changes |∆pt| ≤ C(pt−1).

3. If pt−1 > 2 · p?, then Êz(∆pt, pt−1) is well-defined only zero if ∆pt = 0.

Proposition C implies that when the risky asset’s price level is just above the critical
threshold you may not be able to interpret what price changes are telling you about noise-
trader demand. In other words, you may not recognize the effects of noise-trader demand.
When p? < pt−1 ≤ 3/2 · p?, there’s simply no answer to the question: ‘What is your best guess
about the size of the noise-trader demand shock given the change in equilibrium prices?’ And,
while an answer exists when 3/2 · p? < pt−1 ≤ 2 · p?, it has a strange property: your best guess
about the size of the noise-trader demand shock will be precisely zero for a whole range of
sufficiently small price changes. You will act as if noise-trader demand shocks don’t exist
unless there’s a large price change even though you are fully rational.

Some Intuition. The trouble comes from the fact that you have to use the same price
signal to learn about both the realized noise-trader demand shock, Ez,t, and the variance of the
distribution it was drawn from, σz,t(θ)2 = nt. And, this simultaneity leads to a perverse loop
when the possible choices for the variance are drawn from an extremely skewed distribution.
And, this is exactly what’s going on when p? < pt−1 < 2 · p? as shown in Figure 2.

To illustrate, suppose you start out thinking that the noise-trader population is nt, which
implies that Ez,t|nt ∼ N(0, nt). Then, if the realized price change happens to be really small,
∆pt ≈ 0, then you will update your beliefs about Ez,t and conclude that Ez,t ≈ 0. But, after
doing so, you’ll also realize that such a small noise-trader demand shock would have been
really unlikely if there were actually nt noise traders in the market to begin with. So, you’ll
revise your prior beliefs about nt downwards, as well. And, this revision will have the effect of
pushing your earlier estimate of Ez,t even closer to zero, which will have the effect of shrinking
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your earlier estimate of nt even further, which will push your estimate of Ez,t still closer to
zero, which. . . Thus, the model of noise-trader population dynamics in this paper can also
rationalize why outside observers only blame noise-trader demand for large price movements.

How Much Bias? It’s also worth noting that the width of the region of parameter space
where a fully rational market analyst might not recognize a noise-trader demand shock is
given by 1/θ as shown in Figure 2. Thus, the results in Propositions 3.2 and C combine in an
interesting way. They imply that, if an asset has a higher value of θ, then not only is this
asset more likely to experience a speculative bubble but market analysts are also more likely
to recognize this bubble episode when it happens. In other words, noise traders are more
likely to flood into the real estate market than into textile stocks, and outside observers are
more likely to notice it when this happens. This gives some credence to the standard critique
that studies of speculative bubbles suffer from selection bias. But, it’s also clear that this
hindsight bias is certainly not twenty-twenty. Market analysts can frequently miss the effects
of noise-trader demand shocks as illustrated in Figure 3.

Proof (Proposition C). Note that

Pr[Ez|pt−1] =
∫∞

0
Pr[Ez|nt] · Pr[nt|pt−1] · dnt

= K · |E|θ·pt−1−1.5 · Beθ·pt−1−1.5(0.5 ·
√
θ · pt−1 · |E|)

where K > 0 is a positive constant, and Bex(y) is a modified Bessel function of the second
kind. limE→0 Pr[E|pt−1] =∞ if θ · pt−1 − 1.5 < 0, which implies that the Bayesian estimator
Ê(∆pt, pt−1) is not well-defined as E → 0 when p? < pt−1 ≤ 1.5 · p?.

If pt−1 > 1.5 · p?, then Ê(∆pt, pt−1) is well-defined and the penalty term is given by:

Pen[E|pt−1] = − θ · (pt−1 − 1.5 · p?) · log(|E|)− Beθ·pt−1−1.5(0.5 ·
√
θ · pt−1 · |E|)

Fan and Li (2001) show that, if C(pt−1) > 0, then Ê(∆pt, pt−1) = 0 for all |∆pt| ≤ C(pt−1).
And, by inspection, we see that C(pt−1) > 0 whenever pt−1 ≤ 2 · p?. Thus, whenever
1.5 · p? < pt−1 ≤ 2 · p?, the Bayesian estimator Ê(∆pt, pt−1) will be precisely zero for an entire
range of realized price changes.

Bayesian LASSO. Andrews and Mallows (1974) pointed out that Ga(1, b) = b · e−b·x. So,
when a = 1 the normal-mixture distribution reduces to the Laplace distribution:

λ
2
· e−λ·|E| =

∫∞
0

(
1√

2·π·n · e
− E

2

2·n
)
·
(
λ2

2
· e−(λ2/2)·n) · dn

So, if pt−1 = 2 · p?, then we have that C(2 · p?) = 2. And, this in turn implies that the
Bayesian estimate for the noise-trader demand shock is given by:

Ê(∆pt, pt−1) = Sgn[∆pt] · (|∆pt| − 2)+

In other words, in this special case your inference problem can be described using the Bayesian
LASSO (Park and Casella, 2008) with penalty parameter λ = 2.
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